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About This Report

In this report, we review the current state of methodologies to forecast the arrival of artificial general intelli-
gence, assess their reliability, and analyze the implications for strategy and policy. We synthesize diverse fore-
casting approaches, document significant limitations in existing methods, and propose a research agenda 
for developing more-robust forecasting infrastructure. The report does not endorse a specific forecast or 
scenario but rather provides a framework for interpreting forecasts under conditions of deep uncertainty.

We experimented with an iterative approach to human and artificial intelligence collaboration for this 
report. The primary drafting of the text was performed by large language models (GPT 5.1, Gemini 3 Pro, 
and Claude 4.5 Opus), with human researchers providing direction, peer review, fact-checking, and revision. 
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Summary

Over the past five years, expert forecasts for achieving artificial general intelligence (AGI)—commonly 
referred to as timelines in artificial intelligence (AI) discourse—have shifted substantially from mid-century 
toward the near term. Prediction markets and compute-centric models (which project using trends in pro-
cessing power, hardware investment, and the computational capacity used to train AI systems) now place 
central estimates in the 2030s, while the most recent (as of this writing in early 2026) large-scale expert 
survey puts the median at 2047 for high-level machine intelligence (HLMI)—a 13-year shift from a survey 
conducted just one year earlier. The same survey’s “full automation of labor” estimate, which requires not just 
capability but also economic deployment, shifted from 2164 to 2116 (Grace et al., 2025).

We define AGI primarily as systems capable of performing most economically valuable work at or above 
human level across a wide range of domains—similar to the framing in OpenAI’s founding charter and 
related (though not identical) to the HLMI construct used in expert surveys (defined as machines outper-
forming humans at every task). This definition of AGI emphasizes measurable task performance rather than 
autonomous goal-pursuit or economic transformation, although we discuss in Chapter 2 how alternative 
framings lead to different forecasts and strategic implications. When specific forecasts use alternative defini-
tions, we highlight the distinctions.

In this report, we synthesize diverse AGI forecasting methodologies—including expert surveys, predic-
tion markets, compute-centric models, and scenario analysis—to assess their reliability, identify the sources 
of expert disagreement, and develop decision frameworks for decisionmakers navigating uncertainty about 
both the timing and nature of advanced AI capabilities. 

Key Findings

AGI timeline estimates have shifted earlier across methods. Multiple independent forecasting approaches—
expert surveys, prediction markets, and compute-centric models—show directional movement toward ear-
lier AGI arrival dates. Although individual forecasters occasionally revise estimates into the future, the 
consistency of this shift across independent methods strengthens the signal; however, all methods share 
significant limitations.1

Forecasting infrastructure is immature. The field lacks resolved forecasts for calibration; benchmarks 
resistant to saturation and gaming; continuous, real-time insight into model capabilities; and independent 
validation of influential models. Decisionmakers are making decisions based on methodologies that are in 
nascent stages of development.

Definitional ambiguity drives some, but not all, disagreement. Much apparent disagreement reflects 
different definitions of AGI and different targets (technical capability vs. operational deployment vs. soci-
etal transformation). However, substantial disagreement remains even when definitions and information are 

1	 Timeline compression is also directionally consistent across different AGI definitions (e.g., HLMI, full automation of labor 
[FAOL], transformative AI), though the magnitude of compression varies substantially. In the Grace et al. (2025) survey, 
median estimates for HLMI compressed by 13 years relative to 2022, while FAOL compressed by 48 years. Notably, absolute 
timeline estimates differ enormously by definition—the 2023 median for FAOL (2116) is 69 years later than the median for 
HLMI (2047)—and framing effects within the same definition can shift estimates by ten to 15 years. Timeline estimates based 
on capability thresholds (e.g., in Metaculus resolution criteria for “weak” and “strong” AGI) have also shifted from 50 years to 
five years from 2025, even for resolutions that include robotics thresholds. The directional signal is robust, but precise time-
line estimates remain highly sensitive to definitional and methodological choices.
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held constant: People with similar training, working in the same organizations and looking at the same data, 
often reach very different conclusions about timelines and risk.

AGI forecasts provide two kinds of value. First, some forecasting inputs carry genuine predictive signal 
that can inform near-term action: Compute2 trends follow from hardware economics, capital investment 
reflects informed bets by actors with skin in the game, and scaling laws have shown empirical regularity. 
Second, the process of forecasting synthesizes disparate information in ways that clarify options for longer-
term preparation. In this sense, forecasts function like scenarios in traditional national security analysis. 
Defense planners may debate the probability of specific contingencies, but they do not wait for consensus on 
those probabilities before developing response options; they identify scenarios that are plausible, consequen-
tial, and demanding of preparation and plan accordingly.

This framing suggests that the policy question is not “when will AGI arrive?” but “how should we prepare 
for a range of possible AI futures?” Effective strategy under such uncertainty requires three qualities: flex-
ibility to pursue different objectives as circumstances evolve, adaptiveness to respond to unanticipated devel-
opments, and robustness to shocks. Given compressed and uncertain timelines, flexibility and adaptiveness 
are particularly critical. Static investments, however sound, will not be sufficient if the pace of development 
accelerates beyond current expectations.

Moreover, forecasts are one input into strategic decisions, not the sole determinant. Decisionmakers also 
bring values and objectives (what outcomes matter most), a space of possible options (what actions are fea-
sible), constraints (fiscal, political, institutional), and risk tolerances (how to weigh uncertain harms against 
uncertain benefits). Two decisionmakers who accept identical forecasts may reach different conclusions: A 
government official and a venture capitalist may weigh security risks against innovation benefits differently; 
a frontier laboratory leader and a research funder may face different constraints on how quickly they can act. 
This report aims to improve the quality of forecasting as an input—clarifying what existing methods can 
and cannot tell us, identifying key uncertainties, and proposing investments that would strengthen the evi-
dentiary base. It does not prescribe which values to prioritize or which options to pursue but instead aims to 
catalyze more-informed deliberation.

It is important to note that some credible forecasters—including leaders at frontier AI laboratories—place 
AGI arrival within the next one to four years. If they are correct, much of the institutional preparation this 
report describes would need to be radically compressed or may be overtaken by events entirely. This possibil-
ity is not an argument against preparation; it is an argument for urgency.

Recommendations

The key findings above point to genuine uncertainty that may not resolve before consequential decisions 
must be made. The recommendations that follow span multiple actors. The first three address how decision-
makers should use forecasts and are directed primarily, but not exclusively, to U.S. government policymak-
ers: executive branch agencies, Congress, and the national security community. The remaining five focus on 
strengthening the forecasting infrastructure that informs those decisions, addressing a broader set of actors: 
Research funders (National Science Foundation, Defense Advanced Research Projects Agency [DARPA], 
Intelligence Advanced Research Projects Activity [IARPA], private philanthropy) can support methodologi-
cal diversity and validation infrastructure; academic researchers can provide independent stress-testing 

2	 Throughout this report, compute (informal usage) refers to computing resources: the processing power, hardware infra-
structure, and computational capacity required to develop and run AI systems. The term emerged in the era of cloud comput-
ing as shorthand for what would more formally be called computational resources.
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and develop novel approaches; frontier AI laboratories can contribute to capability evaluation and internal 
monitoring of AI-assisted research and development; and forecasting platforms and research organizations 
(Epoch AI, Model Evaluation and Threat Research [METR], Metaculus) can expand tracking infrastructure. 
Some investments would build on existing platforms (e.g., expanding Epoch AI’s empirical tracking, sup-
porting forecasting tournaments on intermediate milestones); others involve building government technical 
expertise to assess developments and partner effectively with industry.

Treat forecasts as scenario-structuring tools, not point estimates to optimize around. Rather than 
debate precise probabilities, planners should focus on scenarios that are plausible, consequential, and 
challenging—particularly those that lack adequate preparation. Given the potential consequences, a Taiwan 
contingency or 9/11-style attack require comprehensive planning, even if the likelihood of such an event is 
seen as low. AGI forecasting should function similarly. Framing the issue as “how should we prepare for a 
range of possible AI futures?” shifts attention from prediction accuracy to decision-relevant preparation. 
Concretely, strategic and contingency planning processes should incorporate AI-related scenarios, including 
short-timeline trajectories, among the contingencies for which agencies develop response options.

Build adaptive capacity with clear reassessment triggers. Decisionmakers should develop contingency 
plans for near-term AGI scenarios, establish explicit triggers for reassessment, and match action timing to 
the type of evidence most relevant to each domain. For example, safety and security measures should be 
informed by capability developments and assessed in the context of whether those capabilities meaningfully 
alter existing risk landscapes, such as the attacker-defender balance in cybersecurity or the effectiveness of 
existing safeguards in biosecurity. Innovation investments should proceed continuously regardless of time-
line beliefs. Workforce adjustments can respond to observed market effects, such as labor displacement and 
productivity shifts. Triggers should be concrete and tied to observable indicators: For example, when AI sys-
tems demonstrate the capacity to autonomously complete multiweek software engineering projects, or if the 
percentage of AI research substantially automated by AI systems exceeds 50 percent, assumptions underly-
ing longer-timeline scenarios would require revision. Success means being positioned to respond effectively 
across a range of futures, and experience suggests that planning for more challenging or inconvenient scenar-
ios often yields tools and responses that serve well in less demanding ones. This approach argues for guarding 
against the tendency to anchor planning on comfortable, seemingly probable futures.

Make forecasts decision-relevant by linking them to strategic choices. Decisionmakers have histori-
cally underused forecasts, in part because they do not illuminate how decisions affect outcomes. A forecast 
that there is a 20 percent chance of a given event tells a decisionmaker little about whether a particular course 
of action would shift that probability. To increase uptake, forecasts should be structured around conditional 
questions: How do projected timelines or capability trajectories change under different investment, strategic, 
or diplomatic scenarios? Integrating forecasting with scenario planning methods can help surface these con-
tingencies. Institutionalizing this integration will likely require directed coordination at senior levels; experi-
ence suggests that forecast-informed planning rarely emerges through ad hoc processes alone.

The remaining recommendations focus on strengthening the forecasting infrastructure that informs 
these decisions.

Invest in methodological diversity and novel approaches. Current forecasting draws heavily on a narrow 
set of methods and disciplinary perspectives. Bringing in econometricians, cognitive scientists, historians of 
technology, and complex systems researchers could surface blind spots and challenge shared assumptions. 
Structured disagreement matters more than consensus. What decisionmakers need is clarity on whether 
experts diverge about empirical facts, theoretical models, or normative values. Agencies such as the National 
Science Foundation, DARPA, and IARPA are well-positioned to support this work.

Institutionalize independent validation and stress-testing of influential models. The compute-centric 
models and takeoff analyses that increasingly shape expectations and investment in AI deserve adversar-
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ial scrutiny comparable to that applied in climate modeling, intelligence forecasting, or macroeconomic 
projection—domains in which the stakes similarly justify systematic validation. This means red-teaming 
core assumptions, conducting transparent sensitivity analyses, and systematically comparing model pre-
dictions against outcomes as evidence accumulates. Forecasting institutions should be independent of the 
organizations whose futures they are predicting. Durable validation capacity should be built across multiple 
institutional homes—academia, civil society, government, and international partnerships—to ensure conti-
nuity and independence over time.

Invest in independent, ongoing capability evaluation. Current benchmarks degrade quickly—through 
contamination, saturation, and optimization pressure. These are not hypothetical concerns: Leading bench-
marks often saturate within two years of release, and evidence of training data contamination has been docu-
mented across widely used evaluation suites. Rather than seeking a definitive benchmark, decisionmakers 
should support evaluation infrastructure that continuously develops new assessments, maintains held-out 
test sets, and tracks real-world task performance over time. Promising approaches include benchmarks that 
refresh monthly with novel questions, dynamic test generation that creates evaluation instances at runtime, 
and held-out evaluation sets maintained under strict access controls. Sustained investment in this function 
should be housed outside frontier laboratories. Organizations such as METR, Epoch AI, Apollo Research, 
and RAND perform aspects of this work, as do government bodies, including the United Kingdom’s AI Secu-
rity Institute and the U.S. Center for AI Standards and Innovation; scaling this capacity should be a priority 
for government funders (including the National Science Foundation and National Institute of Standards and 
Technology) and philanthropic funders alike.

Develop monitoring infrastructure suited to compressed timelines. If transformative capabilities 
emerge in the late 2020s, annual assessments will be too slow to inform decisions. Short-timeline scenarios 
require higher-frequency, more heterogeneous approaches—closer to quantitative finance than traditional 
technology forecasting. This means tracking multiple leading indicators in real time, rapidly updating as evi-
dence arrives, and developing monitoring systems that can detect discontinuities rather than just extrapolate 
trends. Relevant indicators might include time-horizon metrics tracking the duration of tasks AI agents can 
complete autonomously, performance trajectories on privately held benchmarks, and qualitative assessments 
from AI researchers on the degree of AI assistance in their work. Triangulation across multiple imperfect 
signals matters more than any single, definitive metric.

Strengthen internal monitoring of AI automation of AI research and development. The degree to which 
AI systems are accelerating AI research is the leading indicator most relevant to rapid capability gains and 
potential discontinuities. Frontier laboratories are best positioned to track this internally; they should develop 
and improve standardized monitoring systems now using formats that could support broader information-
sharing if coordination becomes necessary. This monitoring presents a collective action problem: Individual 
labs may be reluctant to develop or share such metrics unilaterally, given competitive pressures and concerns 
about regulatory or reputational consequences. Industry coordination, potentially formalized through volun-
tary commitments analogous to responsible scaling policies or through government-facilitated information-
sharing agreements, may be necessary to establish baseline measurement practices. The alternative—external 
observers attempting to infer automation levels from indirect signals—would be far less reliable.

Summary Reference
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of AI,” Journal of Artificial Intelligence Research, Vol. 84, October 2025.
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CHAPTER 1

Introduction

Artificial intelligence (AI) systems are increasingly embedded in critical infrastructure, from search and 
productivity tools to logistics and national security applications. From government officials setting national 
policy, to investors allocating capital, to laboratory leaders planning research agendas, the strategic chal-
lenge extends beyond managing existing systems to anticipating the trajectory ahead. A central question has 
emerged: When might AI systems achieve capabilities comparable to human-level general intelligence? Relat-
edly, what would such a development imply for decisionmakers?

This question (the timing of artificial general intelligence, or AGI) has moved from speculative discussion 
to active strategic and policy concern. Multiple signals suggest accelerating progress: empirical regularities 
in how model capabilities scale with computational resources (Kaplan et al., 2020; Hoffmann et al., 2022), 
unprecedented capital investment in AI infrastructure (Williams, 2025; Levy, 2025; Sevilla and Roldán, 
2024), and a marked shift in expert expectations toward earlier arrival dates (Grace et al., 2025; Todd, 2025).

However, decisionmakers interpreting the available evidence face a difficult situation. Forecasting meth-
ods are nascent, with limited track records and significant methodological debates (Armstrong, Sotala, and 
Ó hÉigeartaigh, 2014; Steinhardt, 2023). Expert opinion, although shifting toward earlier AGI timelines, 
remains divided (Müller and Bostrom, 2016; Grace et al., 2025). The phenomenon being predicted (AGI) is 
unprecedented, making historical analogies of limited value. Yet as Danzig (2011) and Chorev and Predd 
(2025) argue, national security decisions routinely require action under conditions of fundamental uncer-
tainty about technological trajectories; the challenge is not to eliminate uncertainty but to develop strategies 
that are robust to it.

Report Objectives

In this report, we do not attempt to provide a definitive timeline to AGI. Given current uncertainties, such 
precision would be misleading. Instead, we aim to accomplish the following:

•  Define the target. Clarify what AGI means across different definitions, why definitional choices matter 
for strategy and policy, and how capability demonstration, deployment, and societal transformation 
may occur on different timelines (Chapter 2).

•  Synthesize current forecasts. Present the range of predictions from major forecasting approaches, 
including their methodological foundations and key assumptions (Chapter 3).

•  Explain disagreement. Identify the specific empirical and conceptual questions that drive divergent 
predictions (the “cruxes”), distinguishing substantive disputes from definitional confusion (Chapter 4).

•  Assess reliability. Evaluate the methodological foundations and limitations of current forecasting 
approaches, documenting where confidence is warranted and where it is not (Chapter 5).

•  Develop strategic and policy implications. Provide a framework for decisionmaking under uncer-
tainty, distinguishing appropriate decisionmaking triggers and identifying indicators for ongoing 
assessment (Chapter 6).
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•  Propose research priorities. Outline specific investments that would improve forecasting infrastruc-
ture and provide decisionmakers with better decision-relevant information (Chapter 7).

This analysis largely assumes that the current trajectory of investment, scaling, and improvement will per-
sist, even if at varying rates. This assumption is not certain. AI has experienced winters before, a time when 
research advancements decrease during a dormant period, and the conditions for another winter remain 
plausible (technical plateau, compute bottlenecks, credit tightening, public backlash, or regulatory interven-
tion). A sustained stagnation scenario would substantially alter the strategic landscape: Questions about AGI 
timelines would recede, and analysis would shift toward the dynamics of the broader U.S. research and devel-
opment (R&D) ecosystem, innovation policy, and technological competitiveness. The economics literature 
on technological change—including work on technological costs and forecasting (Farmer and Lafond, 2016), 
cycles of innovation and deployment (Perez, 2002), and hype-disillusionment dynamics (Fenn and Raskino, 
2008)—would become more directly relevant than the AGI-specific forecasting methods reviewed here. We 
do not develop that alternative scenario in detail.

Although we draw on global forecasting research and consider AI development as an international phe-
nomenon, our recommendations focus primarily on U.S. decisionmakers and institutions. Forecasting rela-
tive international AI capabilities and comparative analysis of national strategies are beyond the scope of this 
report. The White House AI Action Plan released in July 2025—which establishes federal policy across the 
three pillars of innovation, infrastructure, and international diplomacy—provides the immediate institu-
tional context for several of our recommendations, particularly those addressing evaluation infrastructure, 
workforce impacts, and national security risk assessment (White House, 2025).

Methodology

This report was developed through iterative human-AI collaboration. Large language models (LLMs; ini-
tially GPT-5.1 and Gemini 3 Pro and later Claude Opus 4.5) generated draft syntheses based on structured 
outlines and conceptual direction provided by the lead researcher. We reviewed these drafts for accuracy, 
verified citations against original sources, supplemented the analysis with recent (late 2025 and early 2026) 
publications, and iteratively refined the content through multiple revision cycles. The approach is described 
in detail below.

This report is not a systematic review. The forecasting literature it synthesizes exists predominantly 
in nontraditional venues—research organization blogs, online discussion forums, prediction market 
platforms, and independently published analyses—rather than in indexed academic journals. These are 
nonetheless highly influential sources: Models such as Biological Anchors (Cotra, 2020; Cotra, 2022) 
and Davidson’s takeoff framework (Davidson, 2023) are shaping expectations about AI timelines across 
research, industry, and government, and the researchers producing them represent some of the deepest 
thinkers on these questions. Our approach was to leverage domain expertise to ensure thorough coverage 
of the primary frameworks and themes driving discussion in the field and then to broaden from there into 
adjacent debates and emerging evidence. The goal was a broad and accessible synthesis that would allow 
researchers, analysts, and decisionmakers to orient to the landscape of AGI forecasting and the key sources 
of disagreement within it. We hope this work serves as a foundation; a more systematic treatment of this 
literature would be a valuable contribution. 
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Research Questions
AI forecasting has become simultaneously more urgent and more contested, with decisionmakers requiring 
synthesis across diverse and often contradictory prediction methods. Our analysis was structured around 
four core research questions that connect methodological assessment to practical decisionmaking needs:

•  Synthesis across methodological diversity. How can diverse approaches to AGI timeline estimation—
expert surveys, crowd platforms, compute models, and scenario analysis—be meaningfully integrated 
despite their different definitions, assumptions, and outputs?

•  Reliability assessment. What are the empirical foundations, track records, and systematic biases of 
different forecasting methods, and how should these characteristics inform the relative weighting of 
evidence?

•  Decisionmaking under disagreement. Given fundamental disputes about whether current AI 
approaches can achieve AGI, what robust frameworks can guide action when experts disagree not just 
on timing but also on feasibility?

•  Methodological gaps. What critical deficiencies in current forecasting methods limit their utility 
for strategic planning, and what specific research investments could improve the quality of decision-
relevant information?

These questions reflect the report’s dual purpose: providing immediate guidance for decisionmakers who 
must act despite uncertainty while identifying longer-term improvements to forecasting infrastructure that 
could reduce that uncertainty over time.

Human-AI Collaborative Approach
This report was developed through iterative human-AI collaboration between October and December 2025. 
The methodology, depicted in Figure 1.1, reflects an emerging approach to policy research, one that leverages 
the synthesis capabilities of LLMs while maintaining human direction and quality control. As AI capabili-
ties evolve rapidly, the methods for productively incorporating them into research workflows are themselves 
evolving; this report represents one approach, not a settled template.

The process worked as follows. The lead researcher provided structured outlines and conceptual direc-
tion based on domain expertise in AI governance and forecasting methodologies. LLMs from several fron-
tier AI vendors generated draft syntheses, drawing on knowledge from their training sets—initially GPT-5.1 
and Gemini 3 Pro and eventually including Claude Opus 4.5. The research team reviewed these drafts for 
accuracy, verified citations against original sources, supplemented the analysis with recent publications, and 
iteratively refined the content through multiple revision cycles, with the aid of the LLMs, as Figure 1.1 depicts 
in the second stage. Revised drafts were further reviewed and refined, with emphasis at this stage on human 
review, leading to the final research report. Although human judgment guided all substantive decisions, the 
prose was primarily machine-generated.

Figure 1.1 presents a simplified representation of this workflow. The actual process was substantially 
more complex, involving feedback loops within feedback loops at every stage. Initial generation involved 
multiple rounds of prompting, refinement, and comparison across models. The review and revision stage 
shown as a single cycle in the figure actually comprised dozens of iterative exchanges: Human reviewers 
identified specific issues (citation errors, unclear arguments, missing context), AI systems proposed revi-
sions, humans assessed those revisions and often requested further refinement, and this process repeated 
until quality standards were met. No systematic pattern suggested that AI-generated errors biased the 
analysis in a particular direction, though we remained alert to the possibility of shared blind spots across 
models. Even “final” stages involved returning to AI systems for localized improvements, fact-checking 
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assistance, and incorporation of late-breaking developments. The figure’s linear progression obscures the 
reality that human judgment and machine assistance were deeply interwoven throughout, with neither 
operating in isolation for any extended period. 

In addition to the ongoing validation of references throughout the drafting and revision process and our 
ordinary institutional quality assurance review, a final dedicated citation verification pass was conducted 
across the full manuscript, with each coauthor independently reviewing every reference using a combination 
of LLM-assisted and human-only methods. We take responsibility for any errors that remain but are confi-
dent that they do not materially affect the report’s conclusions.

This division of labor played to the respective strengths of human researchers and AI systems. The AI 
systems provided broad coverage of a large literature and rapid generation of structured prose. Human 
researchers provided strategic direction, domain judgment, fact-checking, and quality control—functions 
that remain essential, given current AI limitations related to factual accuracy and source verification. We val-
idated factual claims and citation accuracy, made judgments on topical relevance and recommendation pri-
orities, and ensured logical coherence throughout. Human review identified the following recurring issues 
in AI-generated drafts that required correction: 

• Citation errors. AI systems occasionally generated plausible-sounding but incorrect citations, including
wrong publication years, misattributed quotes, and references to the wrong version of papers or papers
that did not exist. All citations were verified against original sources.

• Factual inaccuracies. Draft content sometimes included outdated information, conflated distinct con-
cepts, or overstated the confidence of source claims.

FIGURE 1.1

Illustrative AI-Driven Research Report Process: Collaborative Human-AI Methodology

Human researcher

1. Provides structured outline
and conceptual direction

First stage: initial generation (parallel)

Gemini 3 Pro 
(AI model)

GPT 5.1 
(AI model)

Second stage: paragraph and sentence-level 
editing (iterative with targeted prompts)

Gemini 3 Pro 
(AI model)

GPT 5.1 
(AI model)

Claude Opus 4.5
(AI model)

Targeted prompts 
to LLMs
(specific edits)

Claude Opus 4.5
(AI model)

Revised drafts
(multiple versions)

Human review 
and refinement

Final research report
(published)

Human evaluation and selection

Human evaluation 
and selection

Request critique
Draft synthesis A Draft synthesis B

Request critique
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•  Structural issues. AI-generated drafts occasionally repeated points across sections, failed to maintain 
consistent terminology, or introduced claims without adequate support. These issues required reorga-
nization and consolidation during revision.

The resulting analysis should be understood as a structured synthesis of publicly available AI forecasting 
literature rather than original empirical research. It provides a framework for understanding disagreements 
and uncertainties rather than resolving them. With this scope, we draw primarily from publicly available 
forecasting research, expert surveys, and prediction market data; we do not draw from classified assessments, 
proprietary information from AI laboratories, or primary data collection. 

Use of this human-AI collaboration enabled a small team to produce more comprehensive and more rig-
orous synthesis more quickly, which is critical to keeping pace with a rapidly evolving and highly contested 
policy and technological field. Whether this represents a model for future work will depend on continued 
improvement in AI capabilities and the development of best practices that are, at present, being discovered 
through experimentation.

Much of the iterative workflow described above (the cycling between generation, review, revision, and 
fact-checking across multiple models) required sustained human orchestration. Multi-agent systems capable 
of managing these feedback loops autonomously are developing rapidly, and it is likely that future iterations 
of this methodology will automate significant portions of the process. This also means that exact replication 
of the workflow described here may not be feasible or desirable: The models used have already been updated 
or superseded. Prompting strategies that were effective in late 2025 may not produce comparable results on 
newer systems, and the manual coordination that characterized this effort is already giving way to more-
automated approaches. We document the process as practiced, recognizing that the tools and methods are 
evolving faster than any fixed protocol can capture. 

The pace of development during the writing of this report illustrates the challenge of analyzing a field that 
moves faster than the publication cycle. Between November 17 and December 11, 2025, four frontier labo-
ratories released major new models within a 25-day span, each briefly claiming top positions on capability 
benchmarks before being overtaken by the next.1 The International AI Safety Report, published in January 
2025, required two key updates (in October and November 2025) because capabilities advanced faster than its 
annual reporting cycle could accommodate; a full second edition followed in February 2026 (Bengio, Clare, 
et al., 2025; Bengio, Mindermann, et al., 2025; Bengio et al., 2026). The Forecasting Research Institute pub-
lished the first results from its Longitudinal Expert AI Panel in November 2025 (Murphy et al., 2025).

The pace has not slowed during the peer-review process. On February 5, 2026, Anthropic and OpenAI 
released new frontier models within minutes of each other (Claude Opus 4.6 and GPT-5.3-Codex); OpenAI 
described its model as “our first model that was instrumental in creating itself” (Anthropic, 2026; OpenAI, 
2026). METR’s December 2025 evaluation of Claude Opus 4.5 estimated a 50 percent task-completion time 
horizon of nearly five hours, above the exponential trend (Kwa et al., 2025; Model Evaluation and Threat 
Research [METR], 2026). In late January, the Moltbook episode (involving a viral social network populated 
by more than 1 million AI agents) captured public attention before security researchers revealed exposed 
databases and largely human-directed activity (Dellinger, 2026; Nagli, 2026), illustrating both how rapidly 
agent capabilities are advancing and how easily the discourse around them can outrun the evidence. Each 
of these developments arrived while this report was in preparation or review, reinforcing the central finding 
that the window for building institutional capacity to respond is narrowing.

1	 The four models were xAI’s Grok 4.1, Google’s Gemini 3, Anthropic’s Claude Opus 4.5, and OpenAI’s GPT-5.2 (xAI, 2025; 
Pichai, Hassabis, and Kavukcuoglu, 2025; Anthropic, 2025; OpenAI, 2025; Arena, undated). 



Artificial General Intelligence Forecasting and Scenario Analysis

6

Chapter 1 References

Anthropic, “Introducing Claude Opus 4.5,” November 24, 2025. 

Anthropic, “Introducing Claude Opus 4.6,” February 5, 2026. 

Arena, homepage, undated. As of February 24, 2026:  
https://lmarena.ai/

Armstrong, Stuart, Kaj Sotala, and Seán S. Ó hÉigeartaigh, “The Errors, Insights and Lessons of Famous 
AI Predictions—and What They Mean for the Future,” Journal of Experimental and Theoretical Artificial 
Intelligence, Vol. 26, No. 3, 2014.

Bengio, Yoshua, Stephen Clare, Carina Prunkl, Malcolm Murray, Maksym Andriushchenko, Ben Bucknall, 
Rishi Bommasani, Stephen Casper, Tom Davidson, Raymond Douglas, et al., International AI Safety Report 
2026, United Kingdom Department for Science, Innovation, and Technology, February 2026. 

Bengio, Yoshua, Stephen Clare, Carina Prunkl, Shalaleh Rismani, Maksym Andriushchenko, Ben Bucknall, 
Philip Fox, Tiancheng Hu, Cameron Jones, Sam Manning, et al., “International AI Safety Report 2025: First Key 
Update: Capabilities and Risk Implications,” arXiv, arXiv:2510.13653, October 15, 2025.

Bengio, Yoshua, Sören Mindermann, Daniel Privitera, Tamay Besiroglu, Rishi Bommasani, Stephen Casper, 
Yejin Choi, Philip Fox, Ben Garfinkel, Danielle Goldfarb, et al., “International AI Safety Report,” arXiv, 
arXiv:2501.17805, January 29, 2025. 

Chorev, Matan, and Joel Predd, “America Should Assume the Worst About AI: How to Plan for a Tech-Driven 
Geopolitical Crisis,” Foreign Affairs, July 22, 2025. 

Cotra, Ajeya, “Forecasting Transformative AI with Biological Anchors,” July 2020. As of March 2, 2026:  
https://www.lesswrong.com/posts/KrJfoZzpSDpnrv9va/draft-report-on-ai-timelines 

Cotra, Ajeya, “Two-Year Update on My Personal AI Timelines,” AI Alignment Forum, August 2, 2022. 

Danzig, Richard, Driving in the Dark: Ten Propositions About Prediction and National Security, Center for a New 
American Security, October 2011.

Davidson, Tom, “What a Compute-Centric Framework Says About Takeoff Speeds,” Open Philanthropy, 
June 27, 2023. As of February 24, 2026:  
https://coefficientgiving.org/research/what-a-compute-centric-framework-says-about-takeoff-speeds/

Dellinger, AJ, “It Turns Out ‘Social Media for AI Agents’ Is a Security Nightmare,” Gizmodo, February 2, 2026.

Farmer, J. Doyne, and François Lafond, “How Predictable Is Technological Progress?” Research Policy, Vol. 45, 
No. 3, April 2016.

Fenn, Jackie, and Mark Raskino, Mastering the Hype Cycle: How to Choose the Right Innovation at the Right 
Time, Harvard Business Press, 2008.

Grace, Katja, Julia Fabienne Sandkühler, Harlan Stewart, Benjamin Weinstein-Raun, Stephen Thomas, Zach 
Stein-Perlman, John Salvatier, Jan Brauner, and Richard C. Korzekwa, “Thousands of AI Authors on the Future 
of AI,” Journal of Artificial Intelligence Research, Vol. 84, October 2025. 

Hoffmann, Jordan, Sebastian Borgeaud, Arthur Mensch, Elena Buchatskaya, Trevor Cai, Eliza Rutherford, Diego 
de Las Casas, Lisa Anne Hendricks, Johannes Welbl, Aidan Clark, et al., “Training Compute-Optimal Large 
Language Models,” Advances in Neural Information Processing Systems, Vol. 35, 2022.

Kaplan, Jared, Sam McCandlish, Tom Henighan, Tom B. Brown, Benjamin Chess, Rewon Child, Scott Gray, Alec 
Radford, Jeffrey Wu, and Dario Amodei, “Scaling Laws for Neural Language Models,” arXiv, arXiv:2001.08361, 
January 23, 2020.

Kwa, Thomas, Ben West, Joel Becker, Amy Deng, Katharyn Garcia, Max Hasin, Sami Jawhar, Megan 
Kinniment, Nate Rush, Sydney Von Arx, et al., “Measuring AI Ability to Complete Long Software Tasks,” arXiv, 
arXiv:2503.14499, March 18, 2025. 

Levy, Ari, “Tech’s $380 Billion Splurge: This Quarter’s Winners and Losers of the AI Spending Boom,” CNBC, 
October 31, 2025. 

METR—See Model Evaluation and Threat Research.

https://lmarena.ai/
https://www.lesswrong.com/posts/KrJfoZzpSDpnrv9va/draft-report-on-ai-timelines
https://coefficientgiving.org/research/what-a-compute-centric-framework-says-about-takeoff-speeds/


Introduction

7

Model Evaluation and Threat Research, “Task-Completion Time Horizons of Frontier AI Models,” updated 
February 20, 2026.

Müller, Vincent C., and Nick Bostrom, “Future Progress in Artificial Intelligence: A Survey of Expert Opinion,” 
in Vincent C. Müller, ed., Fundamental Issues of Artificial Intelligence, Springer, 2016.

Murphy, Connacher, Josh Rosenberg, Jordan Canedy, Zach Jacobs, Nadja Flechner, Rhiannon Britt, Alexa 
Pan, Charlie Rogers-Smith, Dan Mayland, Cathy Buffington, et al., “The Longitudinal Expert AI Panel: 
Understanding Expert Views on AI Capabilities, Adoption, and Impact,” Forecasting Research Institute, 
Working Paper No. 5, November 10, 2025.

Nagli, Gal, “Hacking Moltbook: The AI Social Network Any Human Can Control,” Wiz blog, February 2, 2026. 

OpenAI, “Introducing GPT-5.2,” December 11, 2025. 

OpenAI, “Introducing GPT-5.3-Codex,” February 5, 2026. 

Perez, Carlota, Technological Revolutions and Financial Capital: The Dynamics of Bubbles and Golden Ages, 
Edward Elgar, 2002.

Pichai, Sundar, Demis Hassabis, and Koray Kavukcuoglu, “A New Era of Intelligence with Gemini 3,” Google, 
November 18, 2025. 

Sevilla, Jaime, and Edu Roldán, “Training Compute of Frontier AI Models Grows by 4-5x per Year,” Epoch AI, 
May 28, 2024.

Steinhardt, Jacob, “AI Forecasting: Two Years In,” Bounded Regret blog, August 19, 2023. 

Todd, Benjamin, “Shrinking AGI Timelines: A Review of Expert Forecasts,” 80,000 Hours, March 21, 2025. 

White House, Winning the Race: America’s AI Action Plan, July 2025.

Williams, Kai, “16 Charts That Explain the AI Boom,” Understanding AI, Substack, October 27, 2025. 

xAI, “Grok 4.1,” November 17, 2025. 





9

CHAPTER 2

Defining the Target

Before assessing forecasts, it is essential to clarify what is being predicted. Although there are substantive 
empirical disputes worth examining, much apparent disagreement about AGI timelines reflects definitional 
differences. Decisionmakers should understand that AGI is not a single, well-defined threshold but a family 
of related concepts with different strategic implications.

Common Definitions

Several definitions of AGI appear in forecasting literature and industry discourse.
Economic task completion indicates systems that are capable of performing “most economically valuable 

work” at or above human level. This definition, used by such organizations as OpenAI in its founding char-
ter, emphasizes economic impact and measurable task performance but leaves ambiguity about which tasks 
qualify and what “most” means (OpenAI, undated).

High-level machine intelligence (HLMI) indicates systems that can “carry out most human profes-
sions at least as well as a typical human.” This definition, common in expert surveys, is similar to eco-
nomic task completion but framed around occupational categories rather than economic value (Müller 
and Bostrom, 2016).

Top human-Expert Dominating AI (TED-AI) indicates systems that match or exceed the best human 
professionals at virtually all cognitive tasks, including meta-tasks, such as f lexibly adapting to new situa-
tions and learning new skills. This definition, introduced in forecasting models developed by Greenblatt 
(2024) and adopted by Kokotajlo et al. (2025), sets a higher bar than HLMI by comparing AI with domain 
experts rather than typical practitioners (i.e., the capacity to automate almost all remote cognitive work, 
given adequate resources).

Cognitive capability equivalence indicates systems that match the cognitive versatility and proficiency 
of a well-educated adult across core cognitive domains. Hendrycks et al. (2025) ground this approach in 
Cattell-Horn-Carroll theory, the most empirically validated model of human cognition, decomposing gen-
eral intelligence into ten domains—including reasoning, memory, and perception—and adapting established 
psychometric batteries to evaluate AI. This framework yields quantifiable AGI scores (e.g., GPT-4 at 27 per-
cent, GPT-5 at 57 percent), revealing that current systems have highly uneven cognitive profiles with critical 
deficits in foundational areas, such as long-term memory.

Autonomous goal-pursuit indicates systems that are capable of independently formulating and pursuing 
complex goals across diverse domains without human specification of methods. This definition emphasizes 
agency and generalization rather than task performance. Google DeepMind’s “Levels of AGI” framework 
incorporates this dimension, describing the progression of AI capability along an autonomy axis (Morris 
et al., 2024).

Recursive self-improvement indicates systems that are capable of automating all or nearly all of the AI 
R&D process, thereby accelerating capability gains. This definition focuses on a specific capability with sig-
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nificant safety implications: The speedup factor could be dramatic if AI systems perform the bulk of AI R&D, 
creating a feedback loop that compresses subsequent development timelines. Existing AI systems already 
contribute to their own improvement in limited ways (e.g., assisting with code generation and experiment 
design or providing training data for future models), but the threshold of concern is comprehensive automa-
tion of the R&D pipeline. Anthropic’s Responsible Scaling Policy identifies autonomous AI R&D as a key 
capability threshold warranting enhanced safety measures (Anthropic, 2023; Anthropic, 2025).

Scientific research automation indicates systems that are capable of conducting novel scientific research 
at or above human expert level, encompassing the full research pipeline from hypothesis generation through 
experimental design and execution. Karnofsky’s concept of a “Process for Automating Scientific and Techno-
logical Advancement” was among the first to articulate this as a threshold for transformative AI (Karnofsky, 
2021). The Nobel Turing Challenge proposed that AI capable of making discoveries worthy of a Nobel Prize 
would represent a key milestone (Kitano, 2016). More recently, FutureHouse, a nonprofit founded in 2023, 
explicitly adopted the concept of an AI Scientist as its development target: systems capable of autonomously 
generating hypotheses, synthesizing literature, and directing experiments (FutureHouse, undated; White 
and Rodriques, 2025).

Transformative AI indicates systems that cause very large economic or societal changes, originally 
defined by Karnofsky (2016) as AI that causes a change as large as or larger than the First Agricultural 
Revolution or Industrial Revolution and often operationalized as driving a tenfold acceleration in economic 
growth or automating a substantial fraction of cognitive labor. This definition, developed further in influen-
tial forecasting models (Cotra, 2020; Davidson, 2021), focuses on measurable macro-level impact rather than 
capability thresholds.

In this report, AGI refers primarily to human-level general capability (closer to economic task completion 
and HLMI) rather than the broader transformative framing. The following section introduces a framework 
for distinguishing these stages; where we discuss forecasting models that use transformative AI as their 
target, we note which stage they primarily address.

The Three-Stage Framework: Capability, Deployment, Societal 
Transformation

As mentioned earlier, understanding AGI forecasts requires distinguishing what, precisely, is being predicted. 
Different forecasters target different phenomena. Some predict when systems will first demonstrate AGI-
level performance, others when such systems will be widely deployed, and still others when societal trans-
formation will become measurable. These distinctions matter because they imply different decisionmaking 
triggers and different lead times for response. The framework below makes these distinctions explicit.

A critical source of confusion in AGI forecasting is the conflation of technical capability with operational 
use and societal transformation. We distinguish among the following three stages:

•  Capability existence. The first time an AI system with a given capability exists, likely within the com-
pany that developed it. Whether that capability can be definitively established through controlled eval-
uation is uncertain: Benchmarks can demonstrate narrow task performance, but the broad, real-world 
capabilities of greatest concern may be difficult to verify in laboratory settings.

•  Operational deployment. The point at which those capabilities are integrated into widely used prod-
ucts or workflows but before broad societal effects materialize.



Defining the Target

11

•  Societal transformation onset. The point at which AI capabilities begin measurably affecting produc-
tivity, labor markets, national security, or geopolitical dynamics at a significant scale.1

Historical precedent from general-purpose technologies suggests that gaps between these stages can be 
substantial. Research on the electrification of U.S. manufacturing shows that sectorwide productivity gains 
lagged initial adoption by two to four decades (David, 1990; Fiszbein et al., 2020; Narayanan and Kapoor, 
2025). However, the analogy has limits. Software-based technologies can distribute nearly instantaneously 
via cloud infrastructure, and AI adoption has been rapid: ChatGPT reached 100 million users within two 
months of launch (Hu, 2023; Berg and Ho, 2025). Moreover, sufficiently capable AI systems might compress 
these stages by strategically facilitating their own deployment. The three-stage framework remains useful for 
distinguishing what is being predicted, but decisionmakers should not assume that historical gaps between 
stages will hold for AI.

Computer scientists and AI researchers typically forecast capability existence. Economists typically fore-
cast economic transformation. A researcher predicting “AGI by 2030” and an economist predicting “no major 
labor impact until 2045” may both be correct because they are predicting different phenomena.

For decisionmaking purposes, all three stages matter, but different strategic goals will emphasize different 
indicators depending on the domain. Safety and security measures should be informed by capability develop-
ments, as dangerous capabilities can be consequential before widespread deployment. Labor and education 
policies can track economic transformation, which provides more lead time for observation and adjustment. 
The appropriate trigger depends on the strategic objective and the costs of acting too early versus too late.

Why Definitions Matter for Strategy and Policy

These definitions are not merely semantic. They imply different timelines, different decision-relevant trig-
gers, and different risk profiles.

Narrow economic capability may emerge before general autonomy. A system that excels across many 
cognitive domains might qualify as AGI under economic definitions while lacking the autonomous goal-
pursuit that raises safety concerns. Conversely, AI capabilities may remain jagged (exceptional in some 
domains while struggling in others) rather than smoothing into uniform general competence (Toner, 2025; 
Dell’Acqua et al., 2023; Danzig, 2025).

Dangerous capabilities may precede AGI under any definition. Systems that fall short of general intel-
ligence might nonetheless pose significant risks in such domains as cybersecurity, biological research, and 
persuasion. This recognition underlies capability-based regulatory frameworks adopted by multiple frontier 
AI laboratories—including OpenAI’s Preparedness Framework, Anthropic’s AI Safety Levels, and Google 
DeepMind’s Frontier Safety Framework—which trigger enhanced safety protocols based on specific danger-
ous capabilities rather than general intelligence thresholds (OpenAI, 2023; Anthropic, 2025; Dragan, King, 
and Dafoe, 2024).

1	 Some frameworks add a fourth, technology-input notion of AGI—e.g., defining thresholds in terms of training compute 
(floating-point operations per second [FLOPS] counts) or related hardware or energy inputs. This addition can be attractive 
for decisionmakers because inputs may be comparatively observable and administrable, but it is also crude: Input levels do 
not uniquely determine capability and can incentivize threshold-gaming, and key inputs are often proprietary or difficult to 
verify. For these reasons, we treat input-based thresholds as a supplementary policy heuristic rather than a core stage of the 
capability → deployment → transformation framework.
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Technical capability differs from widespread deployment. A system that achieves AGI-level perfor-
mance within the organization that developed it may not be widely available for some time because of legal, 
regulatory, or strategic constraints.

Wargaming exercises conducted in 2024 demonstrated this dynamic directly: Participants’ policy recom-
mendations varied dramatically depending on how they defined AGI and how much lead time they believed 
was available (Predd, Chessen, and Smith, 2025).
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CHAPTER 3

Forecasting Methodologies

AGI forecasting employs several distinct methodological approaches. Most methods primarily forecast capa-
bility demonstration, with fewer directly targeting deployment or societal transformation; as discussed in 
the previous chapter, this mismatch underlies some apparent disagreements between technical and economic 
forecasts. This report focuses on quantitative and semi-quantitative forecasting methods: expert surveys, 
prediction markets, compute-centric models, and empirical trend extrapolation.

However, the broader ecosystem of future-oriented analysis extends further. Scenario-based planning, 
agent-based modeling of sociotechnical systems, and structured speculation—including science fiction—
can complement these approaches. Science fiction in particular has demonstrated predictive value for dis-
continuous change: Concepts such as cyberspace, ubiquitous social media, and the attention economy were 
explored in fiction before becoming real-world manifestations and strategic concerns. These narrative and 
simulation-based methods may be especially useful for reasoning about qualitative breaks from trend rather 
than extrapolations and for helping decisionmakers develop intuition for possibilities that quantitative 
models struggle to capture.

Expert Surveys and Elicitation

Method. This approach employs structured surveys asking AI researchers and related experts to estimate 
probabilities or dates for AGI-related milestones. Major surveys include Grace et al. (2018); Grace et al. (2025); 
Stein-Perlman, Weinstein-Raun, and Grace (2022); Müller and Bostrom (2016); and the Forecasting Research 
Institute’s Longitudinal Expert AI Panel (Murphy et al., 2025).

Key findings on AGI timelines. A 2023 survey of AI researchers found a median estimate of a 50 per-
cent probability of HLMI by 2047. This response demonstrated a 13-year shift from a similar survey in 2022, 
which had a median estimate of 2060 for HLMI (Stein-Perlman, Weinstein-Raun, and Grace, 2022; Grace 
et al., 2025). Experts surveyed in the Forecasting Research Institute’s Longitudinal Expert AI Panel expected 
sizable societal effects of AI by 2040, with the median expert predicting that AI will be comparable to a “tech-
nology of the century” (Murphy et al., 2025). 

Strengths. Surveys capture the beliefs of domain experts who have direct knowledge of technical prog-
ress and challenges. Asking similar questions at different points in time can capture expert updates based on 
significant real-world events (such as the release of GPT-3). Large sample sizes can reveal the distribution of 
opinion within the field.

Limitations. Expert surveys suffer from well-documented biases. Analyses of historical predictions have 
observed a pattern sometimes called moving horizon bias, in which forecasters tend to place AGI roughly 
15–25 years in the future regardless of when asked, though this finding is based on a limited dataset (Arm-
strong and Sotala, 2015). Selection effects may overrepresent researchers who are optimistic about the field’s 
potential (AI Impacts, undated). Expert survey responses also show significant framing effects, with alterna-
tive framings producing substantially different results. When researchers were asked about “full automation 
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of labor” rather than “[can] carry out most human professions at least as well as a typical human” (HLMI), 
median estimates differed by more than 69 years (Grace et al., 2025). Additionally, forecast uncertainty was 
reflected in the variance between experts in predicting specific scientific milestones. In a 2025 survey, one-
quarter of experts gave an 81 percent likelihood of AI solving a Millennium Prize Problem by 2040, while 
another one-quarter of experts gave only a 30 percent likelihood (Murphy et al., 2025). Most importantly, 
despite their knowledge of AI systems, experts necessarily lack track records on AGI prediction specifically, 
making calibration difficult.

Crowd Forecasting and Prediction Markets

Method. Platforms such as Metaculus and Manifold aggregate predictions from large numbers of forecast-
ers, using scoring rules or market mechanisms to incentivize accuracy. These approaches build on research 
demonstrating that aggregated forecasts from skilled generalists can match or exceed expert predictions on 
well-specified questions (Tetlock and Gardner, 2015).

Key findings on AGI timelines. Metaculus community predictions for AGI have moved earlier, from a 
median of about 2070 in 2020 to approximately 2033 in early 2026, though these predictions use platform-
specific resolution criteria that set a lower bar than many common definitions of AGI. Other prediction 
markets show similar trends, often with rapid updates to shorter timelines following major model releases 
(Todd, 2025).

Strengths. Aggregation theoretically cancels individual biases. Real-money markets provide financial 
incentives for accuracy. Prediction market platforms show faster reaction times to new information than 
shown in annual surveys and have strong calibration track records on well-specified, short-term questions. 
The Metaculus community prediction, which aggregates all user forecasts, has demonstrated strong calibra-
tion across resolved questions (Metaculus, undated).

Limitations. Prediction markets struggle with long-horizon questions for which resolution is decades 
away and bettor’s capital is tied up until a question is resolved. Additionally, “reaching AGI” is not a cleanly 
resolvable question: Platforms must define concrete, verifiable resolution criteria, which necessarily nar-
rows the target relative to broader conceptions of AGI. Because narrower targets are easier to achieve, this 
structural constraint likely biases prediction market timelines shorter than those from expert surveys that 
use more-expansive definitions. Participant pools may be systematically biased toward particular technolo-
gists with different perspectives than a more representative sample would be. Financial incentives do not 
uniformly promote accuracy; participants with stakes in AI companies or the broader AI ecosystem may 
have incentives to distort market prices to influence narratives related to AI timelines, and thin markets on 
long-horizon questions are particularly susceptible to manipulation by well-capitalized actors. Calibration 
on short-term questions does not guarantee accuracy on unprecedented transformative events. The Existen-
tial Risk Persuasion Tournament found that superforecasters and domain experts continued to disagree sub-
stantially about AI risks even after months of structured deliberation, suggesting that short-term forecasting 
skill may not transfer to long-horizon transformative events (Karger et al., 2025).

Compute-Centric Models

Method. These models estimate AGI timelines by projecting when available computational resources will 
match some anchor point—typically, estimates of the brain’s computational capacity—or by modeling the 
dynamics of capability growth once AI systems begin contributing to AI research. The most influential 
framework is Ajeya Cotra’s Biological Anchors model developed for Open Philanthropy (now Coefficient 



Forecasting Methodologies

17

Giving; Cotra, 2020). Davidson (2023) extends the compute-centric approach by explicitly modeling the feed-
back loop in which AI systems accelerate AI research. His model parameterizes the rate at which AI can 
substitute for human researchers, hardware cost declines, and training efficiency gains to generate distribu-
tions over takeoff speeds—the time from human-level AI to substantially superhuman systems. The model’s 
primary contribution is making explicit the assumptions required to generate any takeoff prediction, reveal-
ing that disagreements about automation speed largely determine whether one expects gradual transition or 
rapid capability gains concentrated in a short window.

Key findings on AGI timelines. Cotra’s 2020 Biological Anchors report estimated a median AGI arrival 
around 2050, with substantial probability mass in the 2030s and 2040s. However, recent progress has exceeded 
the assumptions underlying these original estimates. Updates incorporating faster-than-expected algorith-
mic efficiency gains and compute scaling have shifted probability mass substantially toward earlier dates 
(Cotra, 2022; Karnofsky, 2021); analyses applying updated trend data to these models yield central estimates 
around 2030 rather than 2040 (John C, 2025). Davidson’s takeoff model finds that, under a wide range of 
assumptions, the period from “AI that marginally accelerates R&D” to “AI that can fully substitute for human 
researchers” may be compressed—potentially within a few years rather than decades—because even partial 
automation creates feedback effects that accelerate subsequent progress.

Strengths. Compute models provide mechanistic structure grounded in measurable physical quanti-
ties (transistors, FLOPS, dollars). They force explicit statement of assumptions that can be examined and 
debated. They can incorporate empirical observations about scaling laws, such as the power-law relation-
ships between compute, parameters, and performance documented by Kaplan et al. (2020) and refined by 
Hoffmann et al. (2022). Davidson’s model adds value by connecting timeline questions to takeoff dynamics: 
Rather than treating AGI arrival as an endpoint, it models what happens next, helping decisionmakers think 
about the window for response.

Limitations. These models rest on highly uncertain parameters: Estimates of brain compute vary by 
orders of magnitude depending on what is measured and how. Parameter sensitivity is extreme: Modest 
changes in biological efficiency estimates can shift biological anchors predictions by decades. The mapping 
from brain-equivalent compute to AGI is assumed rather than demonstrated. Davidson’s model introduces 
additional parameters—particularly the rate and ceiling of AI automation of research tasks—that are simi-
larly uncertain and dominate the output. Algorithmic efficiency improvements, which may dominate hard-
ware scaling, are difficult to forecast, especially if driven by unpublished techniques that are proprietary to 
private companies. Neither model has been subjected to systematic independent replication or adversarial 
stress-testing.

Empirical Trend Extrapolation

Method. Organizations such as Epoch AI and METR systematically track empirical trends in training com-
pute (the total computational resources used to develop a model), model capabilities, benchmark perfor-
mance, and algorithmic efficiency (how much capability is achieved per unit of compute), then extrapolate 
these trends.1

Key findings. Training compute has grown roughly fourfold to sixfold per year for frontier models since 
2010 (Sevilla et al., 2022; Epoch AI, 2025). Scaling laws suggest that model performance improves as a predict-

1	 Epoch AI has emerged as one of the most prolific contributors to the AGI forecasting ecosystem. In addition to the com-
pute trends database discussed here, the organization has developed the “Direct Approach,” a compute-centric timeline model 
that bypasses biological reference points (Barnett and Besiroglu, 2023), and the GATE model, which combines AI capability 
forecasting with macroeconomic automation modeling (Erdil et al., 2025).
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able power law with increases in compute and data (Kaplan et al., 2020). In such relationships, doubling a key 
input yields a consistent fractional improvement in output. Benchmark performance has improved rapidly, 
with many tests that were designed to challenge models for years becoming saturated (models reaching near-
ceiling scores) within months. Massive Multitask Language Understanding (MMLU) accuracy rose from 
approximately 44 percent in 2020 (GPT-3) to over 86 percent by multiple frontier models by 2024, approach-
ing human expert–level performance of approximately 90 percent (Wang et al., 2024; Hendrycks et al., 2021). 
Performance on Humanity’s Last Exam improved from initial results of roughly 8 percent (OpenAI’s o1) and 
11 percent (Google’s Gemini 2.5 Flash) to 35 percent (GPT-5.2) and 37 percent (Gemini 3 Pro) (Center for AI 
Safety, Scale AI, and HLE Contributors Consortium, 2026). Empirical work by METR in 2025 introduced 
a new metric: the “50% Task Completion Time Horizon,” defined as the length of tasks—measured by how 
long they take human professionals—that generalist frontier model agents can complete autonomously with 
a 50 percent success rate (Kwa et al., 2025). From 2019 to 2025, this horizon doubled approximately every 
seven months, though more recent data suggest that the trend may be accelerating (Kwa et al., 2025). If the 
longer-run trend holds, agents could execute weeklong subprojects by the late 2020s; if the recent acceleration 
persists, this threshold could be reached as early as late 2026 or early 2027, potentially unlocking the auto-
mated R&D feedback loop (Lifland, Jurkovic, and FutureSearch, 2025; Kwa et al., 2025).

Strengths. These approaches are grounded in observable data rather than theoretical estimates. They 
can identify empirical regularities and provide evidence for or against specific hypotheses about the drivers 
of progress. Similar extrapolation methods have historically performed reasonably well in adjacent domains 
(e.g., Moore’s Law), and AI-specific scaling laws have shown surprising consistency across multiple-order-of-
magnitude increases in compute. Additionally, multiple independent trend lines (compute growth, bench-
mark saturation rates, task-horizon expansion) can corroborate or challenge one another, increasing confi-
dence when trends converge and flagging uncertainty when they diverge.

Limitations. Trend extrapolation assumes continuity; it cannot predict discontinuities (breakthroughs 
or plateaus) that may fundamentally alter trajectories. The relationship between metrics that are measur-
able (loss—the error rate models are trained to minimize—and benchmark scores) and the target of interest 
(general intelligence) is unclear. Goodhart’s Law poses a significant risk: When a measure becomes a target, 
it ceases to be a good measure.2 Research on AI benchmarks has documented systemic issues, including data 
contamination (test questions appearing in training data), construct validity (whether benchmarks measure 
what they claim to measure), and spurious correlations that inflate apparent performance (Raji et al., 2021; 
Eriksson et al., 2025).

The Market Weight Signal

The preceding methods attempt to directly estimate AGI timelines. A distinct and indirect signal comes from 
the investment behavior of major technology firms, which constitutes an implicit forecast. Companies such 
as Microsoft, Google, Amazon, and Meta are investing more than $300 billion annually in AI infrastructure 
based on expectations of transformative capabilities (Subin, 2025). OpenAI has explicitly stated that its mis-
sion is “to ensure that artificial general intelligence . . . benefits all of humanity” (OpenAI, undated), while 
Anthropic has predicted that “powerful AI systems will emerge in late 2026 or early 2027” (Anthropic, 2025). 

2	 Named after British economist Charles Goodhart, who observed that statistical regularities tend to collapse once pressure 
is placed on them for policy purposes. In the AI context, if a benchmark is used to evaluate progress, developers may optimize 
specifically for that benchmark rather than the underlying capability it was meant to measure.
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Interpretation. Previous AI investment cycles never approached this scale. The 1980s expert system 
boom—the largest prior wave—produced a flurry of start-ups and government initiatives, but even its most 
ambitious single project, the Cyc knowledge base, received roughly $500 million over a decade (Haigh, 2024). 
Current annual AI infrastructure spending by major technology firms exceeds that figure by over two orders 
of magnitude. This represents “skin in the game” that differentiates current AI development from previous 
hype cycles. 

However, this signal has important limitations. The firms making the largest investments are often the 
same ones making the most aggressive timeline claims, creating a circularity in which corporate forecasts 
and capital allocation reinforce each other rather than serve as independent confirmation. Competitive 
dynamics may also drive investment: Firms may spend not because they have independently concluded that 
transformative AI is imminent but because falling behind a competitor that achieves it first would be cata-
strophic. Additionally, the concentration of capital among a small number of hyperscalers with few compa-
rably attractive alternative investments means that the sheer scale of spending may reflect market structure 
as much as informed conviction about timelines.

Across these methods, the directional convergence is notable: An independent European policy assess-
ment reviewing the same evidence concluded that AGI could plausibly emerge between 2030 and 2040 or 
earlier (Negele et al., 2025).

Interpreting the Forecasting Ecosystem: Three Archetypes

The preceding sections have surveyed multiple forecasting inputs: expert surveys, prediction markets, super-
forecaster judgments, scaling analyses, and revealed preferences through capital allocation. These sources 
offer varying timelines and levels of confidence, which can appear contradictory or difficult to synthesize. 
Rather than treating each forecast as an independent data point to be averaged, decisionmakers may find it 
more useful to understand the underlying models of technological change that generate different predictions. 
Expert views on AGI timelines can be organized into three archetypes, each representing a coherent position 
on how AI progress unfolds:

Scaling maximalists expect continued scaling of current architectures and AI-assisted research to yield 
AGI as soon as the late 2020s or early 2030s. Scaling may benefit from incremental algorithmic improve-
ments, but such improvements are incidental compared with the effects of adding more compute. This view 
drives capital expenditure and security concerns. AI 2027 (Kokotajlo et al., 2025), a scenario exercise tracing 
a specific trajectory from current capabilities through rapid capability gains and AI-automated R&D, offers 
the most detailed public articulation of this position (see also Aschenbrenner, 2024).

Paradigm shift advocates see AGI as plausible in the next few decades but expect that existing deep 
learning foundations, while sound, are insufficient on their own. This camp spans a wide range: Some antici-
pate that targeted algorithmic innovations (improved architectures, better integration of symbolic reasoning 
with neural networks) will bridge the gap, placing AGI in the 2030s to 2040s. Others are more skeptical, argu-
ing that fundamental limitations, such as data scarcity, brittleness, and lack of causal understanding, will 
require more-radical departures from current methods, potentially pushing timelines into the 2050s or later. 
What unites this group is the belief that the path to AGI runs through deep learning but requires significant 
work beyond scaling. Whether that work is evolutionary or revolutionary is the internal disagreement. Yann 
LeCun, Meta’s chief AI scientist and Turing Award laureate, offers one of the most detailed articulations of 
this position. LeCun argues that autoregressive LLMs are fundamentally incapable of achieving human-level 
intelligence because they lack world models, sensory grounding, and the capacity for planning. His proposed 
alternative—the Joint Embedding Predictive Architecture—represents a nongenerative framework designed 
to learn abstract representations of the world through observation rather than token prediction (LeCun, 
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2022). LeCun has stated that reaching human-level AI “will take several years if not a decade” while noting 
that the distribution “has a long tail” and could take much longer (LeCun, 2024).

Economic skeptics occupy a different position from the preceding two. Their skepticism is not pri-
marily about whether AGI-level capabilities will emerge but about whether such capabilities will translate 
rapidly into economic transformation. One can hold short technology timelines while still expecting slow 
diffusion—making this a distinct dimension of disagreement rather than a point on the same spectrum. 
Slow transformation could result from deployment bottlenecks (manufacturing, robotics, regulatory bar-
riers), organizational adjustment costs (the productivity J-curve), or political economy constraints (labor 
opposition, public backlash) (Narayanan and Kapoor, 2025). Economic skeptics may hold a range of views on 
technical timelines but predict economic transformation in the 2040s or later.

These categories are ideal types; individual experts may hold hybrid views or shift positions as evidence 
accumulates. Dario Amodei, chief executive officer of Anthropic, exemplifies the scaling maximalist posi-
tion: He has publicly stated that powerful AI “could come as early as 2026” and described the mechanism as 
a self-reinforcing loop in which AI systems that are good at coding and research produce the next genera-
tion of models (Amodei, 2024). At Davos in January 2026 he reaffirmed this timeline, predicting AI models 
performing at Nobel laureate level across multiple fields in one to two years (Amodei, 2026). Gary Marcus 
sits at the more skeptical end of paradigm shift advocates, combining concerns about current architectures 
with deep skepticism about deep learning’s ultimate ceiling (Marcus, 2022). For decisionmakers, the value of 
this typology lies not in picking a winner but in stress-testing strategy against multiple scenarios. A policy 
calibrated to scaling maximalist timelines may prove premature if paradigm shift advocates are correct, 
but waiting for certainty may leave society unprepared if the maximalists prove right. Under the most com-
pressed timelines, moreover, the window for adjusting policy and institutional response capabilities based 
on accumulating evidence may itself be narrow, which argues for robust preparation across scenarios rather 
than sequential adaptation.
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CHAPTER 4

Understanding Disagreement: The Cruxes

Experts disagree about AGI timelines because they hold different views on specific empirical and concep-
tual questions. Identifying these specific sources of disagreement helps decisionmakers understand what 
evidence would cause experts to update forecasts and where to focus research. We call these cruxes: specific 
empirical questions for which different answers generate different timeline estimates. We have identified 
three cruxes: capability, diffusion, and takeoff. Complementary work has proposed structured dimensions—
such as centralization of ownership, governance primacy, and takeoff speed—for classifying and comparing 
potential AGI futures once timelines are assumed (Chessen and Chowdhury, 2025).

The Capability Crux: Scaling, Architecture, and the Limits of Current 
Approaches

The question: Will scaling existing deep learning architectures with more compute and data be sufficient to 
reach AGI, or will fundamentally new approaches be required?

This is arguably the central disagreement in AGI forecasting. It encompasses two closely related questions 
that are often treated separately but share a common structure: whether scaling laws will continue to deliver 
capability gains at frontier compute levels and whether the capabilities that scaling delivers will ultimately 
be sufficient for general intelligence. Both questions concern the distance between where we are and where 
AGI is: The first asks whether the current trajectory continues, and the second asks whether the trajectory is 
pointed at the right destination.

The “continuation and sufficiency” position: Scaling laws have held over several orders of magnitude 
(Kaplan et al., 2020; Hoffmann et al., 2022). There is no principled reason to expect they will fail at any par-
ticular scale. Synthetic data and improved training techniques can address data scarcity. Current architec-
tures, properly scaled with sufficient data and appropriate scaffolding (tool use, retrieval, chain-of-thought 
reasoning), are learning something genuinely general about intelligence—as suggested by the breadth of 
capabilities that emerge at scale (Wei et al., 2022). Under this view, AGI does not require a fundamentally new 
paradigm; it requires executing the current one at sufficient scale, with incremental architectural improve-
ments along the way.

The “plateau and insufficiency” position: This camp spans a wide range of views united by the belief 
that current approaches face limits that scaling alone cannot overcome. At the nearer end, some research-
ers expect that targeted innovations—improved architectures, better integration of symbolic reasoning with 
neural networks, or new training paradigms, such as LeCun’s proposed Joint Embedding Predictive Archi-
tecture (LeCun, 2022)—will bridge the gap. At the more skeptical end, critics argue that current systems lack 
fundamental capacities, such as world models and causal reasoning (LeCun, 2022), and that fluent language 
production does not entail genuine understanding (Bender et al., 2021). Bender and colleagues coined the 
term “stochastic parrots” to describe systems that produce fluent language by pattern-matching over train-
ing data without underlying comprehension. This framing remains contested—proponents of the sufficiency 
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position argue that it underestimates what pattern-matching at scale can achieve—but it captures a real con-
cern about the gap between benchmark performance and robust general capability.

A key variant of this position is that scaling may be insufficient in a particularly strong sense: Not only 
might current architectures lack the capacity to reach AGI, but they may also lack the capacity to invent the 
architectures that would. Under this view, fundamental breakthroughs in such areas as neurosymbolic inte-
gration or world modeling require the kind of creative conceptual leaps that current systems cannot reliably 
produce, making human-driven paradigm shifts a prerequisite.

High-quality training data are also finite: Estimates suggest that language models will have consumed the 
available stock of high-quality human-generated public text data by 2026–2032 (Villalobos et al., 2024), with 
the lower bound already upon us. Whether synthetic data and other techniques can fully substitute for this 
resource is an open question.

The evidence: Scaling laws have been remarkably consistent within the deep learning paradigm. Fron-
tier systems demonstrate competent performance in coding, mathematics, medicine, and general knowledge 
across diverse domains, representing a significant departure from the narrow AI systems of the previous 
decade. At the same time, models show failures on out-of-distribution tasks and inconsistent multistep rea-
soning that raise questions about the depth of their capabilities (Mirzadeh et al., 2024), although the severity 
of these failures and whether they represent fundamental limits or problems that further scaling will address 
are contested. Some research has argued that apparent “emergent abilities” may be artifacts of metric choice: 
When researchers use log-probability scoring rather than discrete accuracy thresholds, the sharp transitions 
attributed to emergence disappear in favor of smooth, predictable improvements (Schaeffer, Miranda, and 
Koyejo, 2023). This finding cuts in multiple directions: It challenges claims of sudden capability jumps but is 
also consistent with steady, predictable progress driven by scale.

What would resolve it: The most informative evidence will come from observing capability trajectories 
at the $10 billion or greater training run scale. The key question is not simply whether loss curves continue 
to improve—proponents on both sides expect continued benchmark gains—but whether improvements gen-
eralize to genuinely novel tasks and domains. Specifically, do frontier models at the next compute threshold 
show robust performance on out-of-distribution reasoning, on tasks requiring causal inference, and on mul-
tistep problems with long time horizons? If so, the continuation and sufficiency position gains significant 
support. If performance on such tasks plateaus or remains brittle despite massive compute increases, the case 
for architectural insufficiency strengthens. Development of evaluation methods that can distinguish genuine 
generalization from sophisticated interpolation would be particularly valuable, though designing such evalu-
ations is itself a significant, unsolved challenge.

The Diffusion Crux: Speed of Transformation

The question: If AGI-level capabilities are achieved, how quickly will they transform the economy and 
society?

The “rapid diffusion” position: Current AI adoption is already historically fast: ChatGPT reached 
100 million users within two months of launch, making it one of the most rapidly adopted software prod-
ucts ever (Hu, 2023). Proponents of rapid diffusion argue that this speed, while striking, is not the core 
concern—rather, it is what happens after highly capable or superintelligent systems emerge. Such systems 
might overcome normal adoption barriers by flexibly adapting to organizational contexts, solving their own 
deployment bottlenecks, and learning on the job in ways that existing AI cannot (Aschenbrenner, 2024). 
Competitive pressure (commercial and geopolitical) would intensify the urgency to adopt. Davidson’s take-
off model formalizes this intuition: Even partial automation of cognitive labor creates feedback effects that 
accelerate subsequent adoption, potentially compressing diffusion timelines relative to historical precedent 
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(Davidson, 2023). Under this view, historical precedents of slow-diffusing, general-purpose technologies may 
not apply to systems capable of actively accelerating their own integration.

The “slow diffusion” position: Regulatory approval, liability concerns, organizational change man-
agement, and infrastructure requirements will delay adoption regardless of capability level. Physical-world 
transformation requires robotics, manufacturing, and infrastructure that cannot be instantiated overnight. 
Public resistance, labor opposition, and political backlash may further constrain deployment—particularly 
in domains in which AI threatens employment, raises safety concerns, or challenges existing institutions. 
Historical transformation from general-purpose technologies took decades (David, 1990; Narayanan and 
Kapoor, 2025), and Ding (2024) argues that, in past technological revolutions, what determined shifts in 
great-power competition was not which nation first pioneered the technology but which one built the insti-
tutional capacity to diffuse it broadly across the economy (see also Mazarr, 2026). Under this view, software 
adoption speed is a misleading comparison: The relevant benchmark is deep economic integration, not user 
sign-ups. Organized opposition to AI deployment, including movements calling for pauses or moratoriums 
on frontier development, regulatory intervention, and institutional resistance, could further constrain the 
pace of transformation independently of technical capability.

The evidence: Current evidence is mixed. The rapid initial adoption noted above is historically unprec-
edented, but depth of integration tells a more complex story. On task-level productivity, results are strikingly 
context dependent. A field experiment at Boston Consulting Group found that consultants using GPT-4 
completed significantly more tasks at higher quality when working within the AI’s capability range but per-
formed substantially worse on tasks outside that range, a pattern the researchers term the “jagged techno-
logical frontier” (Dell’Acqua et al., 2023). More recently, METR’s randomized controlled trial found that 
experienced open-source developers using frontier AI coding tools were actually 19 percent slower than 
without AI assistance, even though the developers believed they had been sped up by 20 percent (Becker et al., 
2025). These task-level findings have not appeared in aggregate economic statistics either: Research tracking 
labor market outcomes in Denmark found minimal macroeconomic impact through early 2024 (Humlum 
and Vestergaard, 2025), consistent with the “productivity J-curve” hypothesis, under which general-purpose 
technologies require extended periods of complementary investment before aggregate effects materialize 
(Brynjolfsson, Rock, and Syverson, 2021). However, as proponents of rapid diffusion note, this lag is pre-
cisely what historical precedent would predict even for technologies that ultimately prove transformative—
electricity did not produce measurable productivity gains for decades after its introduction (David, 1990)—
and current adoption speed far outpaces those historical comparators. Proponents of rapid diffusion further 
argue that current productivity measurements are uninformative about post-AGI dynamics, when systems 
capable of overcoming their own deployment bottlenecks could render historical diffusion patterns obsolete.

What would resolve it: Unlike the other two cruxes, this one may be difficult to resolve incrementally. 
Current adoption and productivity metrics cut both ways: Unprecedented uptake speed suggests that diffu-
sion barriers may be lower than historical precedent implies, while the absence of aggregate economic effects 
and the mixed task-level results are consistent with either genuinely slow integration or the early stages of a 
productivity J-curve. The disconnect between perceived and measured productivity gains—as in the METR 
finding—adds a further complication: Subjective reports of AI usefulness may not reliably track actual eco-
nomic impact. Resolution may require observing how systems far more capable than today’s interact with 
deployment barriers or developing theoretical frameworks for what capability thresholds would suffice to 
overcome organizational and regulatory friction.
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The Takeoff Crux: Speed of Capability Gain

The question: Once AI systems reach human-level performance on key cognitive tasks, how quickly will 
capabilities improve further—and will this improvement be observable in time to respond?

Defining “takeoff”: Different researchers operationalize this question differently. Bostrom (2014) defines 
takeoff in terms of capability trajectory: the clock time from human-level AI to superintelligent AI, with 
“slow” being decades to centuries, “moderate” being months to years, and “fast” being minutes to days. 
Christiano (2018) defines takeoff in terms of economic transformation: Slow takeoff means the economy 
experiences a four-year doubling of output before experiencing a one-year doubling—still extremely rapid by 
historical standards, but continuous rather than discontinuous. These definitions can diverge if rapid capa-
bility gains occur inside laboratories before deployment. The analysis below focuses primarily on capability 
trajectory, treating economic transformation under the separate diffusion crux.

The “gradual takeoff” position: Capability improvements will be continuous and observable (Chris-
tiano, 2018). Before AI systems can dramatically accelerate AI development, they will first modestly acceler-
ate it; before that, they will slightly accelerate it. Each improvement will be deployed and generate observable 
effects before the next major advance. Under this view, the path from human-level AI to substantially super-
human AI would unfold over years, providing time to observe progress, develop safety measures, and adapt 
governance. Weaker AI systems will already radically transform the world before full AGI arrives, offering 
warning signs (Davidson, 2023). Notably, even aggressive timeline forecasts—such as AI 2027—may be con-
sistent with gradual takeoff: Reaching AGI soon does not imply that the subsequent path to substantially 
superhuman capabilities will be discontinuous (Kokotajlo et al., 2025).

The “rapid takeoff” position: If AI systems become capable of substantially automating AI research, a 
feedback loop could compress years of capability progress into months or weeks (Good, 1966; Bostrom, 2014). 
Crucially, this acceleration could occur inside AI laboratories before significant economic deployment—an 
intelligence explosion that outpaces external observation. The transition from human-level to substantially 
superhuman capability might happen faster than governance systems can track, even if diffusion into the 
broader economy remains slow. Under Bostrom’s taxonomy, this corresponds to “fast” or “moderate” take-
off; under Yudkowsky’s framing, this is the “FOOM” scenario, in which a single project’s capabilities rapidly 
outpace the rest of the world (Bostrom, 2014; Yudkowsky, 2008).

The “persistent bottleneck” position: A third view holds that fundamental constraints will limit the pace 
of capability improvement regardless of AI’s role in research. Under this view, a decade or more might sepa-
rate AI systems capable of fully automating R&D from genuinely superintelligent systems—those whose cog-
nitive capabilities substantially exceed human performance across virtually all domains (Bostrom, 2014)—
because algorithmic progress faces diminishing returns or because key bottlenecks lie in hardware, data, 
or theoretical insights that AI cannot easily accelerate. This position differs from gradual takeoff: Whereas 
Christiano (2018) expects dramatic capability acceleration that nonetheless unfolds continuously, the bottle-
neck view expects constraints to fundamentally limit how fast capabilities can improve. Critics argue that 
this position underestimates both the potential speedup from AI-driven research and the ability of highly 
capable systems to route around apparent bottlenecks.

The evidence: Current AI systems are beginning to assist with AI research—code generation, experi-
ment design, literature review—though the extent to which they have displaced human researchers at the 
frontier remains unclear. Empirical data on AI automation of AI research remains limited, though emerg-
ing work decomposes AI R&D into subtasks and elicits expert estimates of automation potential (Owen, 
2024). Research on benchmarks in 2024 found that AI agents could outperform human experts on short-
duration research engineering tasks, though humans still displayed better returns on extended time bud-
gets (Wijk et al., 2024).
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Davidson (2023) provides a formal framework for analyzing these scenarios. His compute-centric model 
finds that, under assumptions in which AI eventually automates most cognitive labor involved in R&D, even 
modest initial automation rates produce substantial acceleration effects. The model suggests that the gradual 
and rapid positions may be less distinct than they appear in practice: Under many parameterizations, the 
world is already substantially transformed by the time systems reach full human-level capability.

The relationship to diffusion: The takeoff and diffusion cruxes are related but distinct. Takeoff con-
cerns how quickly capabilities improve; diffusion concerns how quickly achieved capabilities transform the 
economy. Rapid capability takeoff with slow diffusion would mean fast progress inside laboratories without 
immediate economic effects—a scenario some consider particularly concerning because external observers 
would have limited visibility into capability gains until deployment decisions are made. Conversely, gradual 
capability takeoff with rapid diffusion would mean that modest improvements are quickly adopted, produc-
ing substantial economic transformation even without dramatic capability jumps. The coupling between 
these two processes is contested: Gradual takeoff proponents generally expect tight coupling, whereas rapid 
takeoff proponents argue that the processes could substantially decouple.

What would resolve it: Metrics tracking AI contribution to AI research would provide the most direct 
evidence. If the fraction of frontier AI research automated by AI systems increases rapidly, scenarios involv-
ing significant capability acceleration become more plausible—though acceleration of AI R&D inputs does 
not guarantee acceleration of AI R&D outputs, since increased automation may simply be the necessary 
next step to maintain the current pace of progress rather than a sign of imminent takeoff. Current indica-
tors suggest that direct automation remains limited but is increasing: Interviews with AI researchers point 
to partial automation of time-consuming engineering work (Owen, 2024), and frontier AI “time horizons” 
on research-like tasks have been doubling roughly every seven months since 2019 (Kwa et al., 2025). The 
latter metric—how long a task an AI system can complete autonomously—may prove more informative than 
traditional benchmarks for tracking progress toward the capability thresholds that would enable rapid take-
off. However, this evidence is largely self-reported by researchers at frontier laboratories with incentives to 
emphasize AI’s growing contribution. The most informative data on AI’s role in AI research—internal pro-
ductivity metrics, commit logs, research pipeline analysis—is proprietary to the labs. Establishing mecha-
nisms for sharing such data with regulators or independent evaluation bodies, potentially through a trusted 
consortium, would substantially improve the forecasting community’s ability to track this critical variable.

Summary: How Cruxes Generate Positions 

In the previous chapter, we introduced three archetypes that characterize expert views on AGI timelines. The 
cruxes analyzed in this chapter reveal what drives these positions apart: Each archetype reflects a distinct 
combination of views on capability trajectories, diffusion speed, and takeoff dynamics to match the merged 
crux, as summarized in Table 4.1.

These positions are idealized points along a spectrum, not rigid categories. Individual experts often hold 
hybrid views: A researcher may expect continued scaling gains while anticipating significant architectural 
changes between scale-ups or may hold short technical timelines while remaining uncertain about diffusion 
speed. The value of this framework lies not in selecting which row is correct but in identifying what to watch. 
Each of these disagreements suggests specific observables: whether frontier models generalize robustly at the 
next compute threshold (capability), how quickly AI tools achieve deep integration into economic activity 
(diffusion), and what fraction of AI research is automated by AI systems (takeoff). As evidence accumulates 
on these questions, positions should update accordingly, and decisionmakers can anticipate which strate-
gic implications would shift with which observations. However, under the most compressed timelines, this 
sequential observe-and-update model may be unrealistic: If AGI-level capabilities emerge in the late 2020s, 
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the window for incremental evidence-gathering is narrow, and the most consequential decisions may need to 
be made before these pivotal questions are resolved. This asymmetry argues for preparing across scenarios 
now rather than waiting for clarity that may arrive too late to act on. These decisionmakers span different 
contexts: government agencies setting compute governance policies, AI labs allocating research priorities, 
funding organizations directing grant portfolios, and companies planning workforce transitions. Each will 
need to track different observables depending on their strategic position, but all can benefit from under-
standing which empirical developments would shift the landscape.
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CHAPTER 5

The Validation Challenge: Limitations of Current 
Methods

The forecasting approaches described in the previous chapters share a fundamental problem: They lack the 
validation infrastructure needed to assess their reliability. We cannot evaluate forecasters’ track records on 
AGI prediction because AGI has not arrived. The benchmarks used to track progress are saturating and 
gameable. Even when benchmarks compare AI with human performance, the human baselines often lack the 
rigor and transparency needed to support reliable comparisons (Wei et al., 2025). The influential models that 
shape expectations have not been independently stress-tested. This validation challenge does not invalidate 
all forecasting; some methods and signals are more reliable than others. But it should prompt caution and 
motivate investment—by research funders, government agencies, and frontier laboratories—in better mea-
surement infrastructure.

It should also be acknowledged that the positions synthesized in this report are not all mutually compat-
ible. The empirical cruxes identified in Chapter 4—about scaling, architecture, and takeoff dynamics—often 
point in contradictory directions, and the range of timelines they imply span months to decades. Under the 
shortest credible timelines, many of the research investments and institutional preparations discussed in 
later chapters would not mature in time to be useful. This does not diminish their value as a portfolio, but 
decisionmakers should understand that no single reading of the evidence validates the entire agenda.

The Benchmark Problem

Public benchmarks are the primary instrument for tracking AI progress, yet they are failing as reliable mea-
sures. The core problem is a variant of Goodhart’s Law: When a measure becomes an optimization target, 
it ceases to be a good measure of the underlying construct it was designed to assess (Strathern, 1997). This 
dynamic manifests in three interrelated ways.

Saturation. Benchmarks that were designed to remain challenging for years can become saturated within 
months of release, reducing their ability to discriminate between systems or track further progress. MMLU, 
introduced in 2020, was intended as a difficult test of expert-level knowledge across 57 subjects. At that time, 
GPT-3 scored only about 43 percent, compared with human expert performance around 90 percent (Hen-
drycks et al., 2021). By 2023, GPT-4 achieved 86.4 percent on MMLU, close to human experts (OpenAI et al., 
2024). Since then, many frontier models have clustered in the high 80s on MMLU, with only a few percentage 
points separating them, making it increasingly difficult for the benchmark to distinguish among state-of-
the-art systems (Wang et al., 2024). Whether this reflects genuine capability convergence or optimization 
toward a common target is unclear.

Gaming and contamination. As benchmarks become explicit optimization targets, high scores may 
reflect training data contamination, benchmark-specific heuristics, or focused optimization rather than 
general capability. Research has found that, in the MMLU benchmark, GPT-4 could correctly guess missing 
answer options 57 percent of the time, raising concerns about potential exposure to test data during train-
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ing (Deng et al., 2024). A comprehensive survey of benchmark data contamination documented that signifi-
cant overlap between training and evaluation data is pervasive across popular LLM benchmarks, leading to 
inflated performance scores (Xu et al., 2024). A model scoring 95 percent on a reasoning test may not be able 
to reason; it may have learned to recognize and solve that specific test format.

Construct validity. Even absent contamination, it is unclear what benchmarks actually measure. Do high 
scores on coding challenges indicate genuine programming ability or pattern-matching to training data? 
The Abstraction and Reasoning Corpus (ARC-AGI) was designed by François Chollet (2019) specifically 
to test general fluid intelligence through novel reasoning tasks that would resist memorization and statisti-
cal pattern-matching. ARC-AGI-2 is an expanded, more challenging successor that preserves the same task 
format while reducing susceptibility to brute-force strategies and improving discrimination at higher dif-
ficulty, calibrated using first-party human data (Chollet et al., 2025). Yet even this benchmark shows rapid 
progress, with Google’s Gemini 3 Deep Think scoring roughly 85 percent and Anthropic’s Claude Opus 
4.6 scoring roughly 70 percent.1 Whether these scores represent genuine advances in abstract reasoning or 
increasingly sophisticated approaches to the benchmark’s specific structure remains unclear, illustrating the 
fundamental challenge of creating durable measures of general intelligence.

Immaturity of the Forecasting Ecosystem 

Unlike fields such as weather forecasting or macroeconomic modeling, in which competing research groups, 
national agencies, and decades of iterative refinement have produced mature modeling ecosystems, compute-
centric AGI forecasting remains a young field with few independent models and modelers (Cotra, 2020; 
Karnofsky, 2021). The field more closely resembles early-stage climate projection or pandemic preparedness 
modeling: domains in which the stakes are high, the underlying dynamics are poorly constrained, and the 
relevant events are too rare to provide regular calibration feedback.

Parameter uncertainty. These models require estimates of quantities, such as the computational capacity 
of the human brain or algorithmic efficiency relative to biological neurons. These estimates span orders of 
magnitude depending on what is measured and how (Carlsmith, 2020). The models acknowledge this uncer-
tainty through wide probability distributions, but the outputs remain highly sensitive to input assumptions. 
As critics have noted, uncertainty in key parameters—such as how much of the brain’s computational activity 
is relevant to general intelligence—may dominate the entire timeline conversation, and people with different 
initial beliefs about these parameters may be largely unmoved by the model’s calculations (Lin, 2022).

Insufficient independent validation. Influential forecasting models are typically produced by single 
teams or individuals, and the forecasting ecosystem remains small. Independent researchers have not system-
atically attempted to reproduce results, identify coding errors, or test sensitivity to alternative assumptions—
standard practice in other scientific domains with high-stakes predictions. Nor has there been substantial 
investment in developing alternative modeling approaches or in extending and refining existing frameworks. 
Although the Biological Anchors report received thoughtful critiques examining its central assumptions 
(Lin, 2022; Yudkowsky, 2021), the field lacks the competing research programs, derivative implementations, 
methodological diversity, and accumulated institutional knowledge that strengthen predictions in more 
mature forecasting domains.

1	 This is a snapshot of scores as of February 20, 2026.
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Institutional Independence Concerns

Recent episodes illustrate the consequences of limited transparency and independence. In the FrontierMath 
controversy, for example, OpenAI funded the benchmark’s development and had access to most problems 
and solutions—facts withheld from contributing mathematicians and disclosed only on the day OpenAI 
announced its o3 model’s performance (Wiggers, 2025a; Besiroglu and Sevilla, 2025). Similarly, Meta sub-
mitted a specially tuned “experimental” version of its Llama 4 Maverick model to the LM Arena leaderboard 
that was optimized for conversational style and differed substantially from the publicly released model, lead-
ing to accusations of benchmark manipulation (Wiggers, 2025b). Such arrangements raise questions about 
benchmark integrity when labs can selectively tune or fund evaluations. More broadly, research has docu-
mented that model creators frequently report benchmark scores using nonstandard prompting techniques, 
making controlled comparisons difficult, and that third-party evaluations often produce substantially lower 
scores than those reported by developers (Mai and Liang, 2024). The field needs clearer disclosure of funding 
and institutional ties, public documentation of data sources and cleaning procedures, and open-sourcing of 
code and datasets where feasible.

The Calibration Problem

Although many forecasters and forecasting platforms have begun to build up enough of a track record for 
independent evaluation, several fundamental issues limit our ability to assess calibration on AGI predic-
tion specifically.

No resolved forecasts. AGI is a one-time event that has not occurred. We cannot evaluate forecasters 
based on their accuracy in predicting it. Historical predictions about AI timelines were largely made infor-
mally, with fuzzy targets and no systematic tracking. Analysis of 95 AI timeline predictions found that expert 
forecasts were “indistinguishable from non-expert predictions and past failed predictions” (Armstrong and 
Sotala, 2015).

Limited transferability. Forecasters may be well-calibrated on short-term, well-specified questions (e.g., 
“Will an AI system score above 90 percent on MMLU by 2025?”) while poorly calibrated on long-term, fuzzy 
questions (e.g., “When will systems achieve human-level general intelligence?”). Calibration in one domain 
does not guarantee calibration in another.

Expert limitations. A further issue is the mismatch between domain expertise and forecasting expertise. 
AI researchers have domain expertise but not forecasting expertise. Superforecasters have forecasting exper-
tise but not domain expertise. It is unclear which expertise matters more for AGI prediction, and there is no 
empirical basis for weighting them (Tetlock and Gardner, 2015).

Reflexivity: Forecasts Shape What They Predict

An often-overlooked feature of forecasting is that forecasts and strategy interact. Forecasts help shape the tra-
jectory they aim to predict. Optimistic forecasts drive funding, attract talent, and signal regulatory urgency, 
which may accelerate development. Pessimistic forecasts may reduce investment or induce complacency, 
which may slow it.

This reflexivity is not inherently problematic; it can serve as a coordination mechanism. Moore’s Law, for 
instance, began as an empirical observation but evolved into a shared industry roadmap. As Gordon Moore 
himself noted, “Once something like this gets established, it becomes more or less a self-fulfilling prophecy 
. . . . Everyone in the industry recognizes that if you don’t stay on essentially that curve they will fall behind” 
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(Schaller, 2004, p. 390, quoting Moore, 1996). The Semiconductor Industry Association’s technology road-
maps used Moore’s Law as a baseline, enabling firms, investors, and governments to coordinate long-term 
planning and R&D investment (Semiconductor Industry Association, 1994). A forecast that becomes a coor-
dinating target can be genuinely useful.

Decisionmakers should therefore understand that AGI forecasts are not neutral observations of an exter-
nal reality; they are inputs into a complex system that responds to expectations. This creates both opportu-
nities and risks. Shared timelines can help coordinate safety research, infrastructure investment, and regu-
latory preparation. But forecasting communities and labs also share social networks and incentives, which 
can lead to correlated errors. Optimistic or pessimistic narratives may become self-reinforcing or provoke 
regulatory responses that alter the trajectory in unintended ways. Decisionmakers should account for this 
reflexivity when interpreting and acting on forecasts.

Foundational Objections

The preceding sections documented methodological limitations—benchmark validity, calibration, institu-
tional independence—that constrain forecasting reliability. Some AI researchers raise a more fundamental 
objection: that forecasting “AGI arrival” may be asking the wrong question entirely.

This critique holds that AGI is not a coherent threshold to predict. AI capabilities emerge unevenly across 
domains—what Dell’Acqua et al. (2023) call a “jagged technological frontier”—in which a system might 
demonstrate expert-level coding while failing elementary physical reasoning or produce fluent prose while 
struggling with basic arithmetic. If capability profiles remain jagged rather than converging toward uniform 
competence, then asking “when will AGI arrive?” faces a measurement problem: There is no single underly-
ing dimension to track and no agreement on how to aggregate across domains. However, this objection has 
limits. If AGI is defined as performing all tasks at human expert level, then the definition remains coherent 
even in the presence of jaggedness; the jagged frontier simply has not yet exceeded the human baseline every-
where. The practical forecasting challenge is that jaggedness makes intermediate progress hard to interpret: 
A system that exceeds human performance in 80 percent of domains may be either very close to AGI or very 
far from it, depending on what remains in the final 20 percent.

A related concern is that current disagreements may reflect something deeper than empirical uncertainty. 
The forecasting disputes documented in this report—about scaling, architecture, and the nature of intelli-
gence itself—bear hallmarks of what Thomas Kuhn called a pre-paradigmatic state: a field in which practi-
tioners lack shared standards for what counts as evidence, what the right questions are, and how to interpret 
observations (Kuhn, 2012). If so, these disputes may not be fully resolvable through additional data alone; 
they may await a conceptual breakthrough that reframes the question entirely.

These objections have merit but do not eliminate the value of forecasting. Even if AGI is imprecise and the 
field pre-paradigmatic, the underlying questions—about capability trajectories, automation potential, and 
the pace of progress—remain decision-relevant. The appropriate response is not to abandon forecasting but 
to be explicit about what is being predicted and to track multiple capability dimensions rather than a single 
threshold. If the field is indeed in a Kuhnian crisis, the value of current forecasting may lie less in conver-
gence toward a shared answer than in clarifying the assumptions and commitments that divide it, surfacing 
what would otherwise remain implicit, discriminating among possible futures by emphasizing what is most 
operationally significant, and structuring preparation for a range of outcomes.
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What Can We Rely On?

Despite these limitations, some signals are likely more reliable than others. The signals reviewed here, and 
summarized in Table 5.1, were selected because they are commonly cited in strategic discussions and have 
relatively clear empirical grounding. They are primarily input signals (compute, capital, scaling trends) or 
aggregate judgments (expert surveys, prediction markets). An alternative approach would track capability 
milestones—specific, demonstrated abilities that might mark waypoints toward AGI, such as those proposed 
in Google DeepMind’s “Levels of AGI” framework (Morris et al., 2024) or Li and colleagues on dangerous 
capability benchmarks (Li et al., 2024). We address capability-based indicators separately in Chapter 6, as 
they raise distinct measurement challenges discussed at the beginning of this chapter.

The implication is not that forecasting is worthless. The directional signal of shifted timelines and 
increased investment is meaningful.2 But decisionmakers should hold specific year predictions loosely and 
focus on building capacity for a range of scenarios.

2	 Some prominent forecasters have revised timelines further into the future in late 2025—notably, Daniel Kokotajlo (the lead 
author of AI 2027) shifting from ~2027 to ~2030 and Andrej Karpathy describing AGI as “a decade away” (Lifland, Kokotajlo, 
and Halstead, 2026; Patel, 2025). These revisions are healthy signs of a forecasting community that updates on evidence rather 
than anchoring to prior positions. However, they do not reverse the secular compression documented here: Kokotajlo’s 2030 
estimate remains dramatically shorter than the 2050 or later medians common five years ago, and Karpathy’s “decade” time-
line is more aggressive than mainstream expert surveys from the 2010s. For decisionmakers, the relevant signal is not whether 
AGI arrives in 2027 versus 2030—a distinction of limited operational consequence—but that the distribution of informed 
estimates has shifted decisively toward nearer-term scenarios over the past five years.

TABLE 5.1

Signals of Timeline Trajectory

Signal Signal Robustness What It Shows Key Limitation

Compute trends High Physical resources available for 
training

Compute is necessary but not sufficient 
for capability

Capital investment High Industry belief in near-term 
progress

Markets can be irrational; bubbles or 
underinvestment can occur

Shifted or compressed 
timelines

High Direction of movement in 
AGI timelines across expert 
surveys, prediction markets, and 
model-based estimates

Definitions vary; participant pools are 
biased; good calibration on short-term 
questions does not guarantee accuracy 
on AGI

Scaling law continuation Medium Whether empirical relationships 
between compute/data and 
model performance continue to 
hold as we scale

Assumes continuity of current 
paradigms and benchmarks; may break 
if architectures, training regimes, or 
evaluation metrics change

Specific timeline predictions Low Point estimates from various 
methods

No track record; high parameter 
sensitivity

Economic impact forecasts Low Gross domestic product and 
labor market projections

No interdisciplinary consensus; 
diffusion dynamics unclear

SOURCES: Compute trends reliability assessment based on Sevilla et al., 2022, and Sevilla and Roldán, 2024. Capital investment signal discussed 
in industry reporting; see, for example, Fonteneau et al., 2025, for recent figures. Timeline prediction limitations documented in Armstrong and 
Sotala, 2015. Timeline compression trend documented across Grace et al., 2025; Todd, 2025; and Metaculus community forecasts. Scaling 
law evidence from Kaplan et al., 2020, and Hoffmann et al., 2022. Economic impact forecast uncertainty discussed in Brynjolfsson, Rock, and 
Syverson, 2021; see also Humlum and Vestergaard, 2024, for evidence that aggregate labor market effects remain small. Robustness ratings 
assess the consistency and independence of each signal, not its predictive accuracy for specific timelines.
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CHAPTER 6

Strategic Implications: Decisionmaking Under 
Uncertainty

Given the shift toward shorter timeline forecasts documented in earlier chapters and the limitations of 
forecasting methods, how should decisionmakers respond? This chapter outlines a framework for deci-
sionmaking that does not require resolving the uncertainty about AGI timing. The approach positions the 
United States to capture the benefits of AI leadership while building the institutional capacity to manage 
emerging risks.

The Asymmetry of Costs

A common argument holds that decisionmakers should plan for near-term AGI because the costs of under-
preparation exceed the costs of overpreparation. 

The case for prioritizing short timelines. If transformative AI arrives in the early 2030s without ade-
quate preparation, the consequences could be severe: dangerous capabilities deployed without safeguards, 
safety failures in high-stakes domains, regulatory chaos, and loss of competitive position to nations with 
more coherent strategies. These harms are vivid and attributable; if something goes wrong, the failure to pre-
pare will be evident. Conversely, if transformative AI does not arrive until 2050 but preparation began in the 
2020s, the apparent downside is early investment in evaluation infrastructure, technical talent, and monitor-
ing capacity—assets that strengthen U.S. AI leadership regardless of which timeline materializes.

The case against over-weighting short timelines. Excessive precaution has opportunity costs: Resources 
devoted to speculative scenarios are unavailable for addressing present challenges or accelerating beneficial 
applications. Premature or poorly designed regulation poses risks that are real but difficult to quantify: com-
pliance costs that favor well-resourced incumbents over startups, barriers to open-source development that 
concentrate power among a few frontier laboratories, constraints that cripple defensive applications of cur-
rent AI tools, and chilling effects on research that, by their nature, cannot be measured—one cannot count 
the innovations that were never pursued. These costs are often diffuse and delayed, making them easier to 
underweight relative to vivid near-term harms. The “asymmetry” framing can also justify almost any level of 
precautionary spending if taken to extremes; every marginal safety investment can be defended by gesturing 
at catastrophic tail risks. These tensions are mirrored in the geopolitical domain, in which analysts debate 
whether the greatest risks stem from the ambiguous pre-AGI period or from the competitive dynamics of the 
race itself (Mitre et al., 2025).

The resolution lies not in choosing between these positions but in identifying actions that provide value 
across scenarios, seeking strategies that perform reasonably well across multiple plausible futures. For gov-
ernment, this means maintaining U.S. competitive advantage; for investors, managing portfolio risk across 
timeline scenarios; for frontier laboratories, balancing capability development with safety investment; for 
research funders, allocating resources to reduce the uncertainties that matter most. 
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Policies, by Timeline Sensitivity

Policies can be categorized by their sensitivity to timeline assumptions, as follows.
Robust-across-scenarios investments represent one such policy, whether transformative AI arrives in 

2030, in 2050, or via a paradigm fundamentally different from current approaches. For government, such 
investments include deep technical expertise, world-class capability to evaluate AI systems, mechanisms for 
tracking capability trends, and forums for international coordination. These are investments in institutional 
capacities, the expertise to evaluate systems, the infrastructure to track trends, and forums to coordinate 
rather than bets on specific technical architectures, which is what makes them durable across paradigm 
shifts. For investors, the relevant question is less about individual portfolio hedging than whether the broader 
investment ecosystem maintains sufficient diversity of exposure across timeline scenarios. For frontier labo-
ratories, these investments include safety research and evaluation capacity that provides value regardless of 
which capabilities emerge when. For research funders, they include investments in forecasting methodology 
and capability measurement that reduce uncertainty. Such investments should be priorities regardless of 
timeline beliefs.

Timeline-contingent strategies make sense only under specific timeline assumptions. Aggressive, near-
term safety requirements assume short timelines; a wait-and-see approach to workforce adjustment assumes 
longer timelines. Decisionmakers should be explicit about these dependencies and build in mechanisms for 
reassessment as evidence accumulates.

A natural question arises: If the appropriate strategy emphasizes adaptive capacity over betting on spe-
cific timelines, what is the marginal value of better forecasting? The answer is that forecasting infrastructure 
serves the adaptive strategy itself. Better leading indicators tell decisionmakers what to watch; more-robust 
benchmarks distinguish genuine capability gains from measurement artifacts; tracking capability trajecto-
ries provides the evidentiary basis for reassessment triggers. The goal is not to predict with precision but to 
reduce the risk of surprise, inform when to revisit timeline-contingent policies, and help distinguish invest-
ments that are robust across scenarios from those that depend on specific assumptions materializing.

Distinguishing Strategy and Policy Triggers

As discussed in Chapter 2, technical capability demonstration, operational deployment, and societal trans-
formation may occur on different timelines. Strategy and policy should be keyed to the appropriate trigger.

Security and safety policies should be informed by capability demonstrations. Measures that address 
national security risks and dangerous capabilities should be informed primarily by demonstrated capabili-
ties rather than widespread deployment, though operational context matters; whether a new capability actu-
ally shifts attacker-defender balances depends on real-world barriers to exploitation in addition to technical 
potential (Narayanan and Kapoor, 2025). A model that can assist with designing dangerous pathogens is con-
cerning when it exists, not when it is commercially available. This logic underlies the capability-based safety 
frameworks adopted by frontier laboratories, which trigger enhanced protocols based on specific dangerous 
capabilities rather than deployment milestones. For decisionmakers, the implication is that security-relevant 
evaluation and monitoring must occur pre-deployment, requiring trusted access to frontier systems and the 
technical capacity to assess them. These policies should assume the shorter of plausible timelines, because the 
cost of being caught unprepared by a dangerous capability substantially exceeds the cost of building evalua-
tion infrastructure that proves, in retrospect, to have been premature.

Innovation and competitiveness policies should proceed independently of timeline assumptions. Sup-
port for domestic AI research, infrastructure investment, and talent development should proceed continu-
ously regardless of timeline beliefs. These investments compound over time: Research programs take years to 
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mature, talent pipelines require sustained cultivation, and computing infrastructure involves long procure-
ment and construction cycles. Starting and stopping based on shifting timeline estimates is costly and risks 
ceding ground to competitors with more consistent strategies. Rather than betting on a specific timeline, the 
aim is to ensure that U.S. institutions are positioned for leadership across the range of plausible futures and 
that government has sufficient technical expertise to evaluate developments, partner effectively with indus-
try, and make informed decisions as the landscape evolves.

Economic adjustment policies should be informed by observable economic effects. Policies on labor 
markets, education, and workforce development can key their activation to observable economic effects 
rather than speculative capability forecasts; labor displacement, wage effects, and productivity shifts pro-
vide measurable signals that allow calibrated response. This graduated approach assumes that disruption 
unfolds over years, allowing time to observe and react. Under scenarios in which AI rapidly automates a 
broad swath of cognitive labor, displacement could be sudden and widespread enough that traditional adjust-
ment mechanisms—retraining, job transitions, new sector growth—are insufficient, because comparable 
new employment may not emerge on any relevant timescale. However, the infrastructure for responding 
must be built in advance. Fiscal space for enhanced unemployment insurance, retraining program capacity, 
and portable benefit systems requires years of legislative and administrative work. Waiting for displacement 
to materialize before building shock absorbers would leave workers unprotected during the critical transi-
tion period. Moreover, sustained political support for innovation and competitiveness investments depends 
on credible commitments to managing disruption. An AI policy that prioritizes frontier capabilities while 
neglecting the labor market risks eroding the domestic coalition for U.S. AI leadership.

In practice, these categories are not cleanly separable. A capability demonstration may simultaneously 
raise security concerns and shift investment priorities; deployment decisions may be shaped by anticipated 
societal transformation effects. The distinction is nonetheless useful for matching the tempo and character 
of response to the nature of the development.

Indicators for Ongoing Assessment

Given the limitations of existing forecasting methods, decisionmakers benefit from tracking specific indica-
tors that illuminate the trajectory of AI capabilities. The framework defined in Table 6.1 connects observable 
developments to the key empirical questions—or cruxes—identified in Chapter 4. Each indicator domain 
maps directly onto those cruxes and thus helps decisionmakers track which of the stylized positions is gain-
ing empirical support over time.

It is tempting to frame these indicators as “trip wires” that would automatically trigger strategic responses. 
Experience suggests caution about such framing. AI systems have already crossed thresholds that would have 
seemed remarkable just years ago—passing professional examinations, saturating benchmarks designed to 
remain challenging for years, achieving rapid consumer adoption. Policy did not change dramatically in 
response to any single capability milestone. This approach reflects, in part, the reality that capability thresh-
olds are difficult to specify in advance, their significance is contested in real time, and appropriate responses 
depend on context that cannot be fully anticipated. The value of tracking these indicators lies in structuring 
ongoing assessment and building shared vocabulary, not in pre-committing to specific responses.

These indicators are organized around decision-relevant domains—what decisionmakers can observe and 
act on—rather than the cognitive taxonomies used in formal AGI frameworks. Google DeepMind’s “Levels 
of AGI” framework classifies systems by performance depth, generality breadth, and autonomy level (Morris 
et al., 2024). Hendrycks and colleagues have proposed grounding AGI evaluation in psychometric theory, 
mapping capabilities to such domains as fluid reasoning and long-term memory (Hendrycks et al., 2025). A 
full crosswalk between these frameworks and decision-relevant indicators would help clarify which observ-
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able milestones correspond to which capability thresholds—an important direction for future work. Rather 
than setting thresholds that trigger automatic responses, the value in this framework is in providing a struc-
tured basis for ongoing situational awareness. It connects observable developments to the underlying ques-
tions that drive forecasting disagreement, helping decisionmakers interpret new information as it emerges.

Summary: Principles for Strategy Under Uncertainty

The analysis in this report suggests the following principles for decisionmakers navigating uncertainty about 
AI trajectories:

•  Treat the shift toward shorter timelines as a real signal. Multiple independent methods show forecasts 
moving earlier, reflecting observable trends in compute, investment, and capability. The range of esti-
mates has also narrowed, with the spread between optimistic and pessimistic projections converging. 
This does not mean that transformative AI is imminent, but it does mean that the possibility warrants 
serious contingency planning.

TABLE 6.1

Capability Trajectory Indicators

Domain Definition Current Status Indicator to Monitor
What Progress Would 

Signal

Fluid 
intelligence

Capacity for novel 
reasoning, abstraction, 
and problem-solving on 
tasks unlike training data

Frontier models match human 
expert baselines on some 
memorization-resistant 
benchmarks (e.g., GPQA 
Diamond) but remain well 
below expert level on 
more-novel tasks, such as 
ARC-AGI-2 and FrontierMath. 

Performance on 
reasoning benchmarks 
specifically designed to 
test generalization over 
memorization

The sufficiency crux: 
Evidence bearing 
on whether current 
approaches can achieve 
genuine reasoning or 
face fundamental limits

R&D 
automation

Degree to which AI 
systems perform tasks 
contributing to AI R&D

AI tools are reported 
to substantially boost 
programming and machine 
learning research productivity 
(Anthropic, 2026), though 
humans still direct frontier 
research strategy and novel 
hypothesis generation. 

Share of AI research 
and engineering tasks 
substantially automated; 
AI contribution to novel 
research directions

The takeoff crux: 
Evidence bearing on 
whether AI-accelerated 
AI development could 
compress future 
timelines

Economic 
utility

Measurable productivity 
gains and economic 
value from AI 
deployment

AI tools improve some worker 
productivity; aggregate 
economic effects are not yet 
visible in statistics.

Productivity effects 
across worker skill 
levels; adoption depth 
beyond initial pilots; 
aggregate productivity 
statistics

The diffusion crux: 
Evidence bearing on the 
gap between capability 
demonstration and 
economic transformation

Compute 
investment

Scale and growth rate of 
computational resources 
devoted to training 
frontier models

Frontier training runs are at 
the $100 million to $1 billion 
scale, with continued scaling 
investment.

Training run costs; 
whether capability 
continues scaling with 
compute at higher 
investment levels

The scaling crux: 
Evidence bearing 
on whether current 
approaches face 
diminishing returns at 
extreme scale

Sensitive 
capabilities

Performance on 
tasks with national 
security implications, 
including cybersecurity, 
biosecurity, and 
autonomous operations

Models have broad 
knowledge but limited 
ability to execute complex 
operational tasks 
autonomously.

Performance on 
evaluations of 
capabilities relevant to 
national security, as 
assessed by appropriate 
agencies

Security considerations: 
Evidence bearing 
on transition from 
theoretical knowledge to 
operational capability in 
sensitive domains
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•  Acknowledge irreducible uncertainty. Reasonable experts disagree on substantive grounds. Waiting 
for consensus is not viable because disagreement may persist until developments resolve the underlying 
empirical questions.

•  Prioritize investments that provide value across scenarios. For government, this means building 
technical expertise, evaluation capability, and monitoring capacity, as well as building the institu-
tional capacity to assess developments as they occur and respond effectively to a variety of futures. For 
laboratories, it means safety and evaluation infrastructure that scales with capability. For funders, it 
means research that reduces decision-relevant uncertainty. Recognize that, under the shortest credible 
timelines—some frontier lab leaders forecast human-level AI by 2026–2029—many of the preparations 
described in this report may not mature in time. This argues for beginning immediately and prioritiz-
ing actions that can be executed quickly.

•  Match response timing to domain. Security measures should respond to capability demonstrations; 
innovation support should proceed continuously; economic adjustment can respond to observed trans-
formation. Different timelines apply to different strategic and policy domains. 

Some robust investments—especially evaluation standards, monitoring infrastructure, and safety research—
are particularly valuable when coordinated internationally (e.g., through Organisation for Economic Co-
operation and Development or G7 processes); Chapter 7’s agenda is not U.S.-specific.
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CHAPTER 7

Building Better Forecasting Infrastructure

The validation challenges documented in the previous chapters are not insurmountable. Targeted research 
investments could substantially improve the quality of information available to decisionmakers. This chap-
ter outlines priority areas and is structured as a request for proposals. Different actors have distinct roles to 
play, as follows:

•  U.S. government agencies (National Institute of Standards and Technology [including its Center for 
AI Standards and Innovation], National Science Foundation, Intelligence Advanced Research Projects 
Agency [IARPA], Office of Science and Technology Policy, Department of Energy) can fund research 
infrastructure, convene stakeholders, and build internal technical capacity for ongoing assessment.

•  Private philanthropy and international bodies can support independent scholarship that comple-
ments government priorities or fills gaps where there is underinvestment by governments. 

•  Academic researchers (computer scientists, economists, cognitive scientists, historians of technology) 
can bring methodological diversity and critical scrutiny to forecasting models.

•  Frontier AI laboratories can contribute proprietary data, participate in pre-deployment evaluation, 
and develop internal monitoring systems designed for eventual information-sharing.

•  Forecasting platforms and research organizations can expand tracking infrastructure and develop 
new metrics.

A caveat is in order. This report attempts to synthesize and summarize a spectrum of beliefs about AGI 
timelines, some of which are in direct contradiction with one another. Not all of the research priorities that 
follow can be simultaneously important; their relevance depends on which empirical assumptions prove cor-
rect. Under the shortest timelines, most of them will not matter; the capabilities they aim to measure or the 
institutions they aim to build would be overtaken by the developments themselves. The agenda is nonetheless 
presented in full because the uncertainty is genuine and because the cost of building forecasting infrastruc-
ture that turns out to be unnecessary is far lower than the cost of neglecting it.

Adversarial Validation of Forecasting Models

The gap: Influential forecasting models are built by small teams and lack systematic external review. The 
Biological Anchors framework, for instance, represents one of the most detailed attempts to forecast trans-
formative AI timelines but is rather complex and difficult to explain. In comparison with climate modeling, 
which has been developed by large expert communities over decades, compute-centric forecasting method-
ologies lack institutional depth (Karnofsky, 2021).

The objective: Establish an institutionalized adversarial review of compute-centric models and other 
forecasting frameworks.
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Priority areas:

•  Independent replication of Biological Anchors and similar models, with sensitivity analysis on key 
parameters. Cotra’s model depends critically on assumptions about willingness to spend, compute 
requirements, and algorithmic progress (Cotra, 2020; Cotra, 2022). Sensitivity analysis could reveal 
which parameters most influence timeline estimates (Filan, 2021).

•  Development of competing models with different structural assumptions. The forecasting ecosystem 
relies heavily on a small number of compute-centric frameworks; methodological diversity would help 
identify whether apparent convergence reflects genuine signal or shared blind spots (see Tetlock, 2005, 
on shared biases among expert communities).

•  “Red-team” exercises tasked with identifying failure modes in leading forecasts, including assess-
ing whether assumptions are reasonable and actively constructing scenarios under which predictions 
break down. Similar adversarial review processes and red-teaming have proven valuable in intelligence 
analysis (Central Intelligence Agency, 2009; National Research Council, 2011).

•  Systematic cross-model documentation of assumptions. A comparative resource documenting 
parameter choices across leading forecasting frameworks (e.g., Biological Anchors or Davidson’s take-
off model) would enable researchers to identify where assumption differences drive divergent predic-
tions and facilitate independent sensitivity analysis.

Intermediate Milestone Forecasting

The gap: Forecasters cannot be calibrated on AGI directly. Accuracy must be tracked on intermediate, 
resolvable questions. The IARPA-sponsored forecasting tournament (2011–2015) demonstrated that system-
atic tracking of forecaster accuracy can identify individuals and methods that substantially outperform base-
lines (Tetlock and Gardner, 2015; Mellers et al., 2014). Greater weight could then be given to predictions from 
overperforming forecasters.

The objective: Launch high-frequency forecasting tournaments focused on six-to-24-month AI mile-
stones, with systematic tracking of forecaster accuracy. Metaculus operates an AI Forecasting Benchmark 
tournament that explicitly benchmarks AI systems against human community predictions, with substantial 
quarterly prize pools incentivizing participation (Metaculus, undated). These tournaments can be useful in 
calibrating both AI and human forecasts.

Priority areas:

•  Identify leading indicators that predict farther-term capability trajectories. Steinhardt’s experiment 
tracking AI benchmark forecasts (2021–2023) found that both AI experts and superforecasters system-
atically underestimated progress on such benchmarks as MATH, with true performance falling in “the 
far right tail of their predicted distributions” (Steinhardt, 2023).

•  Track calibration of different forecaster types (machine learning researchers, superforecasters, pre-
diction markets) on near-term questions. In Steinhardt’s experiment, the Metaculus crowd forecast 
and Steinhardt’s machine learning–informed predictions were best calibrated, whereas Hypermind 
superforecasters underestimated progress by the widest margins. By the second year, machine learning 
researchers had improved their calibration, but superforecasters continued to underestimate bench-
mark progress (Steinhardt, 2023). Understanding which forecaster types best predict AI progress is a 
key input for weighting longer-horizon forecasts.

•  Develop methodology for aggregating forecaster performance into credibility weights for longer-
term predictions. Research on optimal forecast aggregation suggests that differential weighting based 
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on track records can substantially improve accuracy (Mellers et al., 2014), but extending these methods 
to long-horizon questions with different resolution characteristics remains an open problem.

•  Create standardized question formats and resolution criteria that reduce framing effects and 
improve comparability. Alternative question wordings can shift median estimates by decades (Grace 
et al., 2018), and differing operationalizations of AGI across platforms make cross-platform comparison 
difficult (Wynroe, Atkinson, and Sevilla, 2023).

Robust Capability Measurement

The gap: Benchmarks degrade faster than they can be replaced. Saturation, contamination, and optimiza-
tion pressure are not occasional failures but structural dynamics that will undermine any static evaluation. 
Organizations including METR, Epoch AI, the United Kingdom’s AI Security Institute, and academic groups 
are working on this problem, but efforts are fragmented and underresourced relative to the pace of frontier 
model development.

The objective: Establish durable, independent institutional capacity for continuous capability evaluation—
not a fixed set of benchmarks but an ongoing function that refreshes assessments faster than they can be 
gamed. The Frontier Model Forum has published a taxonomy of pre-deployment safety evaluations, includ-
ing benchmark evaluations, red-teaming exercises, safeguard evaluations, and uplift studies, but notes that 
“a robust and effective evaluation ecosystem . . . will require shared understandings of other best practices” 
(Frontier Model Forum, 2024).

Priority areas:

•  Sustain and scale independent evaluation organizations. Groups such as METR, Epoch AI, Apollo 
Research, RAND, and the United Kingdom and U.S. AI security institutes perform this function but 
lack the resources to keep pace with frontier development. Government funders (National Science 
Foundation, National Institute of Standards and Technology) and philanthropy should treat continu-
ous evaluation as critical infrastructure requiring sustained support, not one-time grants.

•  Invest in dynamic evaluation methodologies. Procedurally generated tasks, continuously refreshed 
test sets, and held-out evaluations maintained under strict access controls offer more durability than 
static benchmarks. Promising approaches include LiveCodeBench’s use of recent competitive program-
ming problems (Jain et al., 2024) and Epoch AI’s FrontierMath, which uses expert-crafted, research-
level math problems designed to resist saturation far longer than conventional benchmarks (Glazer 
et al., 2024). The goal is not a single robust benchmark but a portfolio of approaches that degrade at 
different rates.

•  Develop secure evaluation protocols for pre-deployment testing. Evaluating frontier models before 
release requires information security measures and trusted relationships with developers. The United 
Kingdom’s AI Security Institute has piloted such arrangements (AI Security Institute, 2024); expanding 
this capacity and establishing similar functions in other jurisdictions would improve coverage.

•  Support research that decomposes capabilities into underlying cognitive domains. Better theoreti-
cal grounding for what benchmarks measure—and how different capabilities relate to decision-relevant 
thresholds—would help decisionmakers interpret results. Work by Hendrycks and colleagues (2025) on 
mapping AI evaluation to psychometric constructs offers one potential direction.
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Economic Diffusion Modeling

The gap: We lack models that map from technical capability to societal transformation with validated 
parameters. Early efforts to model these dynamics—for example, comparing growth trajectories under assis-
tive versus autonomous AI development scenarios—illustrate both the stakes and the difficulty of this work 
(Sytsma, 2025). Computer scientists are ill-equipped to predict economic diffusion. Even the first step of 
extrapolating from AI coding ability to developer productivity is difficult. As one study notes, “Real-world 
software development involves working with large, evolving codebases, collaborating across teams with dif-
ferent coding standards . . . . The gap between benchmark performance and comprehensive production utility 
across the full development lifecycle remains largely unexplored” (Kumar et al., 2025, p. 2).

The objective: Build quantitative models of AI diffusion that incorporate regulatory, organizational, and 
infrastructure constraints. The AI Workforce Research Hub established under the AI Action Plan, which 
is tasked with recurring analyses and scenario planning for a range of AI impact levels, provides a natural 
institutional vehicle for this work.

Priority areas:

•   Track adoption metrics for existing AI tools (coding assistants, language models in enterprise) to 
establish empirical baselines. Useful indicators would include enterprise deployment rates, the share 
of developers actively using AI assistants, and frequency of use across task types. Frontier AI labs are 
well-positioned to contribute these data through system cards and usage disclosures (e.g., Anthropic, 
2026), which is particularly important given that productivity studies to date have largely evaluated 
tools well behind the capability frontier (e.g., Weisz et al., 2025).

•  Measure productivity impacts of AI deployment with rigorous methodology. Early evidence is 
mixed: an IBM study (N = 669) found unevenly distributed productivity gains (Weisz et al., 2025), a 
systematic review of 37 studies documented benefits alongside concerns about cognitive off-loading and 
code quality (Mohamed, Assi, and Guizani, 2025), and METR’s randomized controlled trial found that 
experienced developers were 19 percent slower with AI tools, possibly reflecting learning costs (Becker, 
2025). Moreover, existing benchmarks may be too narrow to measure the full suite of capabilities that 
real-world development demands (Kumar et al., 2025), and existing studies largely evaluate tools behind 
the capability frontier, making continued measurement essential.

•  Develop sector-specific models of automation potential and adoption barriers. Identifying disparate 
impacts on various sectors will allow better strategy and policy development and implementation.

•  Engage economists and organizational researchers in AI forecasting (currently dominated by com-
puter scientists). Approaches such as exploratory scenario modeling and assumption-based planning 
could supplement the analytic frameworks in use (Kilian, Ventura, and Bailey, 2023).

Monitoring Infrastructure

The gap: We lack real-time indicators that would provide early warning of rapid capability gains.
The objective: Develop standardized metrics that can be tracked regularly and would signal significant 

capability transitions. 
Priority areas:

•  Identify measurable proxies for AI contribution to AI research. A July 2025 expert workshop held by 
the Center for Security and Emerging Technology found broad agreement that leading AI companies 
are already using their own systems to accelerate R&D, with each generation contributing to building 
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the next, though participants disagreed sharply on how far this automation could ultimately go and 
whether it risks a rapid, difficult-to-control acceleration of capabilities (Toner et al., 2026). Measuring 
this contribution empirically would require tracking both task-level metrics, such as the share of code 
commits or experiment implementations completed by AI agents, and broader indicators of the overall 
pace of AI progress, such as effective compute and compute multipliers, that capture how algorithmic 
efficiency gains amplify raw hardware investments.

•  Develop internal, shareable models of AI R&D automation. Frontier labs are in the best position to 
measure early signs of automated AI research—for example, the number and duration of experiments 
run by AI agents, the share of code commits or experiment implementations authored by AI, error rates, 
and the kinds of research problems delegated to agents. Labs should build internal monitoring models 
that use these metrics to estimate the degree of automation of AI R&D. In the near term, these models 
and underlying data could remain proprietary, but they should be designed in standardized formats so 
that, in future national or international coordination regimes, labs can securely share either the indica-
tors or aggregated outputs with regulators and trusted evaluators.

•  Design standards for privacy-preserving reporting of frontier model capability evaluations. Such 
standards can build on existing safety frameworks, which already commit many frontier AI companies 
to evaluate models for severe risks, including automated AI R&D, cybersecurity, and biological weap-
ons (METR, undated), and to publish high-level safety frameworks under the Seoul Frontier AI Safety 
Commitments. Research is needed on how evaluation results should be summarized and shared. Key 
questions include the following: What minimal set of capability indicators should be reported? At what 
level of aggregation? How can labs provide regular updates to regulators or trusted evaluators without 
revealing proprietary information or operationally sensitive details?

•  Build integrated dashboards of leading indicators that go beyond raw compute and benchmark 
scores. Existing efforts, such as Epoch AI’s trends database, already track compute scaling, hardware 
efficiency, power consumption, and training costs with regular updates (Epoch AI, undated). A mon-
itoring infrastructure for takeoff risk would extend this by (1) adding standardized indicators of AI 
contribution to AI R&D (for example, the share of RE-Bench–style research engineering tasks com-
pleted by AI agents), (2) summarizing labs’ reported evaluations against frontier risk thresholds (e.g., 
automation of AI R&D, cybersecurity, development of biological weapons), and (3) where feasible, 
including adoption metrics, such as the extent to which autonomous agents are deployed in critical 
or safety-relevant workflows.

On short AGI timelines—months to a few years—AI forecasting may end up looking less like traditional 
technology roadmapping and more like quantitative finance. Rather than relying on a single, “best” model, 
we should expect a portfolio of statistical models that ingest heterogeneous, high-frequency signals (compute 
spending, benchmark results, internal deployment metrics, hiring and capital expenditure plans, even senti-
ment in technical communities) and human analysts who make adjustments based on contextual knowledge. 
Because many of the most informative indicators of automated AI R&D—such as experiment throughput, 
failure patterns, and the share of code or experiment design authored by AI agents—are proprietary, frontier 
labs are best positioned to run such models. A useful research direction is to design these multisignal moni-
toring systems now, including standardized inputs and summary statistics, so that their outputs could be 
securely shared with regulators or international partners if future coordination frameworks call for it.
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CHAPTER 8

Conclusion

The forecasting landscape for AGI presents decisionmakers with a genuinely difficult challenge. Multiple 
signals (expert surveys, prediction markets, compute models, and capital allocation) point toward earlier 
estimated arrival dates, with central estimates from several methods clustering in the 2030s. Yet the meth-
odological foundations underlying these forecasts are immature, lacking resolved predictions for calibration, 
robust benchmarks for measurement, and adversarial validation of models.

In this report, we do not argue that AGI will arrive by any specific date. The evidence does not support 
such confidence. Rather, we argue the following:

1.	 The shift to earlier predictions of timelines to AGI is real and consistent. Multiple independent 
methods show movement toward earlier expectations, reflecting observable scaling of compute and 
capital, combined with empirical progress on benchmarks.

2.	 Reasonable experts disagree on substantive grounds. Proponents and skeptics of near-term AGI 
both hold defensible positions about the strengths and limitations of existing approaches. The uncer-
tainty is genuine, not a failure of analysis.

3.	 Waiting for consensus is not a strategy. Expert disagreement is likely to persist until AGI either 
arrives or demonstrably fails to materialize. Decisionmakers must act under uncertainty.

4.	 Robust investments dominate speculative bets. Strategies that build capacity in the United States—
technical talent, evaluation infrastructure, monitoring systems, international coordination—provide 
value across scenarios and should be priorities regardless of timeline beliefs.

The forecasting community has a critical role to play. By investing in the research agenda outlined in 
Chapter 7—adversarial validation, intermediate milestone tracking, robust measurement, and monitoring 
infrastructure—the forecasting community can provide decisionmakers with better instruments for navigat-
ing this uncertainty.

As AI capabilities advance, the quality of our predictions becomes increasingly consequential. The goal 
is to directly engage with uncertainty, characterize it honestly, identify where confidence is warranted, and 
build the institutional capacity to respond to a variety of futures.
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APPENDIX

Evolution of AI Forecasting Approaches

The practice of forecasting AGI has evolved from philosophical speculation into a discipline attempting to 
ground itself in empirical data. This appendix surveys the historical development of these methods, provid-
ing context for why current forecasts are shifting rapidly.

Early Forecasting and Hardware Extrapolation (1950s–2010s)

Early AI forecasting revolved around conceptual and hardware-centric arguments. Alan Turing’s “Imitation 
Game” framed machine intelligence in behavioral terms, implicitly suggesting a benchmark for human-level 
AI (Turing, 1950). The Dartmouth Workshop marked a period of optimism about AI’s near-term poten-
tial (McCarthy et al., 2006), though the degree of early hype is commonly exaggerated; it was concentrated 
among a few prominent voices, while others, including Claude Shannon, expressed considerably more caution 
(Muehlhauser, 2016). Still, the field’s most visible predictions systematically underestimated the complexity 
of perception, commonsense reasoning, and the software engineering required to replicate these traits. 

As Moore’s Law became observable, forecasters such as Hans Moravec and Ray Kurzweil introduced 
“hardware parity” arguments, positing that, once commodity hardware matched the theoretical computa-
tional capacity of the human brain, human-level AI would follow (Moravec, 1998). Kurzweil’s Law of Accel-
erating Returns projected accelerated improvements to predict a “Singularity” in the mid-21st century (Kurz-
weil, 2005). Retrospective analysis suggests that algorithms, data, and training methodology appear to matter 
independently, beyond matching hardware capacity (Armstrong, Sotala, and Ó hÉigeartaigh, 2014; Cotra, 
2020; Karnofsky, 2021).

The 2000s and 2010s saw institutionalization of forecasting. Anders Sandberg and Nick Bostrom outlined 
whole brain emulation (WBE) as a pathway to AGI (Sandberg and Bostrom, 2008), while Bostrom later sys-
tematized multiple pathways, including “de novo” AI (Bostrom, 2014). Early expert surveys began to quantify 
the field’s beliefs, revealing a persistent 15-to-25-year horizon bias—a tendency for experts to predict AGI as 
being roughly two decades away, regardless of when asked (Armstrong, Sotala, and Ó hÉigeartaigh, 2014). 
A 2023 expert survey showed a notable 13-year shift in median timelines compared with 2022 (Grace et al., 
2025), though the resulting median of 2047 still falls within the characteristic two-decade window, leaving 
open the question of whether empirical progress has genuinely broken the pattern or merely shifted it.

Crowd Forecasting and Prediction Markets

Crowd forecasting relies on aggregating diverse judgments to cancel individual biases. Platforms such as 
Metaculus and Manifold use scoring rules or market mechanisms to incentivize accuracy. Metaculus has 
documented significant shifts in AGI median estimates, moving from 50 years away in 2020 to under ten 
years by 2025, though these estimates use platform-specific resolution criteria that set a lower bar than many 
common definitions of AGI (Metaculus, undated; Todd, 2025). These platforms show strong calibration on 
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short-term, well-specified questions, but it is unclear whether that calibration transfers to long-horizon, 
fuzzy concepts, such as AGI, for which resolution criteria are debatable.

Distinct from open prediction markets, elite forecaster aggregation offers a complementary approach. 
One example is Samotsvety Forecasting, a small team of forecasters selected for strong performance on 
Metaculus and other forecasting platforms who aggregate members’ views by trimming extremes and taking 
the geometric mean of odds (Samotsvety Forecasting, 2023). In a January 2023 update prepared for Epoch 
AI’s literature review, the team’s aggregate implied about a 28 percent probability of AGI or transformative AI 
by 2030 and a median arrival date around 2043—toward the short end of expert and community judgment-
based forecasts but broadly in the same range as other aggressive aggregates (Samotsvety Forecasting, 2023; 
Wynroe, Atkinson, and Sevilla, 2023). Epoch AI’s review rated the Samotsvety timelines as the most method-
ologically credible of the judgment-based forecasts it considered but emphasized that substantial uncertainty 
and model dependence remain (Wynroe, Atkinson, and Sevilla, 2023).

An emerging methodology uses LLMs themselves as forecasters. ForecastBench, developed by the Fore-
casting Research Institute, benchmarks LLM forecasting ability against human superforecasters across 
a broad variety of questions spanning politics, finance, and other domains (Karger et al., 2024). Bastani, 
Kučinskas, and Karger (2025) use a simple, linear extrapolation of improving state-of-the-art LLM perfor-
mance on the benchmark to project LLM-superforecaster parity around late 2026, with a reported 95 percent 
confidence interval from December 2025 to January 2028. If that trajectory holds, LLM-generated forecasts 
could soon serve as a scalable complement to elite human judgment on well-specified questions, though 
whether that calibration would extend to fuzzier, long-horizon questions (such as AGI timelines) remains an 
open question.

Compute-Centric Models and Biological Anchors

The Biological Anchors framework, developed by Ajeya Cotra for Open Philanthropy, represents the most 
mechanistically rigorous approach to AGI forecasting (Cotra, 2020). It estimates training compute required 
for AGI by using biological systems as anchors—the computational power of the human brain, the amount of 
computation performed over the course of natural selection, or the amount of computation performed over 
a human lifetime—and combines these metrics with projections of future compute availability. The original 
2020 report estimated median transformative AI around 2050; Cotra’s 2022 update, incorporating faster-
than-expected algorithmic efficiency improvements and scaling progress, shifted her median to around 2040 
(Cotra, 2022). 

These models are heavily informed by empirical scaling laws, which show that model performance scales 
as a power law with compute and data (Kaplan et al., 2020; Hoffmann et al., 2022). However, the models 
are fragile: They rely on order-of-magnitude estimates for biological computation, and modest parameter 
changes can shift timelines by decades (Cotra, 2020; Karnofsky, 2021). Critics note that biological anchors 
may not capture the relevant computation for intelligence and that algorithmic breakthroughs could render 
compute estimates obsolete (Alexander, 2022; Yudkowsky, 2021).

Epoch AI’s “Direct Approach,” methodologically distinct from Biological Anchors, uses neural net-
work scaling laws to directly bound compute requirements for transformative AI without biological refer-
ence points (Barnett and Besiroglu, 2023). The model’s central scenario combines projections of AI invest-
ment growth, hardware price-performance improvements, and algorithmic efficiency gains against an upper 
bound on the training compute required for transformative AI derived from neural scaling laws. This model 
produces a median estimate around 2033 (as of March 2026) and provides an interactive interface allow-
ing users to adjust parameters, including investment growth, hardware efficiency, algorithmic progress, 
and compute requirements (Atkinson et al., 2024). The divergence between Biological Anchors and Direct 
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Approach estimates illustrates how different methodological choices within the compute-centric paradigm 
can yield substantially different timelines.

Expert Surveys and Elicitation

Structured surveys of AI researchers reveal the distribution of beliefs within the field and track how those 
beliefs change. The trajectory illustrates a consistent shift toward earlier estimates: Müller and Bostrom 
(2016) found roughly a 50 percent probability of HLMI by midcentury; Grace et al. (2018) reported a median 
of 2061; and Grace et al.’s 2023 survey documented a sharp shift, with the median moving to 2047 (Grace 
et al., 2025). Whether this compression represents genuine updating based on empirical progress or a con-
tinuation of the historical tendency to place AGI roughly 15–25 years in the future remains an open question 
(Armstrong, Sotala, and Ó hÉigeartaigh, 2014).

Expert surveys are subject to methodological limitations, including framing effects, selection bias, and 
anchoring. The Forecasting Research Institute’s Longitudinal Expert AI Panel attempts to address some 
limitations through repeated elicitation from a consistent panel, enabling the tracking of individual belief 
updates over time (Murphy et al., 2025). This longitudinal approach may help distinguish genuine updating 
from noise and identify which experts update most appropriately in response to new evidence.

The Delphi method—structured expert consensus through iterative, anonymous feedback—has been 
applied to AI forecasting across multiple domains. A 2025 review surveyed 13 Delphi studies on AI futures 
conducted between 2014 and 2024, covering applications in health care, manufacturing, and general capabil-
ity development (Alon et al., 2025). Innovations include Real-Time AI Delphi, which integrates generative AI 
models to support the consensus-building process, potentially addressing traditional limitations of extended 
time frames and expert dropout (Calleo and Pilla, 2025).

Scenario Analysis and Takeoff Dynamics

Scenario-based forecasting constructs multiple plausible futures rather than precise predictions. Scenar-
ios typically distinguish between slow takeoff (continuous, observable progress that may still be super-
exponential) and fast takeoff (discontinuous capability gains that outpace external observation) (Bostrom, 
2014; Christiano, 2018). Tom Davidson’s takeoff dynamics model provides quantitative structure to these 
scenarios, modeling feedback loops between AI capabilities and AI research productivity (Davidson, 2023).

Recent influential scenarios include Aschenbrenner’s Situational Awareness, which argues for AGI by 
2027–2030 via scaling plus algorithmic improvements (Aschenbrenner, 2024). AI 2027, a scenario exercise 
tracing a specific trajectory from current capabilities through recursive self-improvement, offers the most 
detailed public articulation of this position, though its authors have since noted that their median estimates 
have shifted later toward 2030 as new evidence has accumulated (Kokotajlo et al., 2025).

By specifying intermediate milestones, such forecasting aims to make an otherwise abstract debate more 
concrete: Proponents argue that it forces critics to identify which specific steps they find implausible, while 
skeptics contend that stringing together individually plausible steps can produce an implausible whole.

Empirical Trend Extrapolation

Organizations such as Epoch AI and METR compile datasets on model capabilities, compute usage, and 
deployment to extrapolate trends (Epoch AI, 2026; Kwa et al., 2025). Epoch AI’s tracking shows training 
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compute for frontier models growing fourfold to fivefold each year, while METR’s task-completion analysis 
finds the time horizon for 50 percent AI task completion doubling approximately every seven months (Epoch 
AI, 2026; Kwa et al., 2025).

However, empirical extrapolation depends on benchmark validity, data quality, and institutional inde-
pendence. Benchmarks face saturation (models approaching ceiling performance), contamination (test data 
leaking into training sets) (Xu et al., 2024), and gaming (optimization for benchmark performance rather 
than underlying capabilities) (Raji et al., 2021). When empirical analysis is conducted by organizations linked 
to major labs or funders, potential conflicts of interest arise. The field needs clearer disclosure requirements, 
open data where feasible, and independent replication before policy use.

Epoch AI’s GATE model represents an integration of empirical trend extrapolation with economic diffu-
sion modeling, combining AI capability forecasting with estimates of deployment timelines and productivity 
impacts (Erdil et al., 2025). This synthesis approach addresses a gap identified in Chapter 5: the disconnect 
between technical capability forecasts and their economic implications. Such integrated models may prove 
increasingly valuable as decisionmakers seek to translate capability projections into actionable economic and 
workforce planning.

Outside-View and Alternative Pathway Models

The forecasting methodologies covered in the previous sections predominantly employ inside-view reason-
ing, building models from specific technical parameters or extrapolating observable trends. This section 
examines complementary approaches that adopt explicit outside-view epistemologies or consider alternative 
routes to AGI.

Semi-Informative Priors
The semi-informative priors framework, developed by Davidson, represents a fundamentally different 
approach to AGI timeline forecasting (Davidson, 2021). Rather than anchoring estimates to biological com-
putation or scaling laws, it applies Laplace’s law of succession and its variations, using the observed history 
of attempts to develop transformative technologies to derive base-rate probabilities for AGI, with parameters 
governing first-trial probability, prior beliefs about difficulty, and what counts as an independent attempt.

Depending on parameter assumptions—particularly the choice of trial definition and how rapidly AI 
R&D inputs are growing—the framework’s central estimates range from the mid-21st century under base 
assumptions to as early as the 2030s when accounting for the rapid growth of computation in AI R&D. The 
framework generally produces longer timelines than inside-view models, though the gap narrows substan-
tially under some configurations. Its value lies less in its specific outputs than in providing a systematic 
outside-view check: Whereas inside-view models may share correlated errors, semi-informative priors draw 
on base rates from technological development more broadly (Davidson, 2021).

Whole Brain Emulation Roadmapping
WBE represents an alternative pathway to AGI independent of machine learning advances. The technical 
roadmap by Sandberg and Bostrom (2008) systematically analyzes prerequisites across three domains: scan-
ning technology to image brain structure at sufficient resolution, translation of scanned data into functional 
models, and computational infrastructure for simulation. Sandberg and Bostrom (2008) estimate approxi-
mately 50 percent probability of WBE by 2064, though timelines depend critically on which neural features 
prove computationally essential.
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Although contemporary forecasting focuses on deep learning pathways, WBE remains relevant for sev-
eral reasons. It provides an alternative route with different technical bottlenecks; progress or stagnation in 
deep learning may not affect WBE timelines symmetrically. WBE also offers clearer measurable milestones 
(scanning resolution, simulation speed) compared with ambiguous capability benchmarks. A 2023 Foresight 
Institute workshop revisited WBE feasibility in light of recent AI advances, suggesting renewed interest in 
this pathway (Duettmann and Sandberg, 2023).

Observation Selection Effects and Evolutionary Arguments
A common argument for AGI feasibility holds that, because evolution produced human intelligence, pur-
poseful engineering should achieve similar results more efficiently. Shulman and Bostrom (2012) analyze 
how observation selection effects complicate this inference. The core problem is that observers necessar-
ily find themselves on planets where intelligence evolved, regardless of how improbable that evolution was. 
Whether intelligence evolves on 1 in 10 or 1 in 101,000 Earth-like planets, observers see identical evidence.

The authors explore whether this evolutionary argument can be salvaged through evolutionary timing 
analysis, convergent evolution (intelligence-related traits in octopuses, corvids, and elephants provide unbi-
ased evidence), and different anthropic reasoning frameworks. They conclude that observation selection 
effects “do not cripple the evolutionary argument” (Shulman and Bostrom, 2012, p. 19). In terms of fore-
casting, this work demonstrates that even widely cited feasibility arguments require careful epistemological 
analysis and identifies which evolutionary observations provide genuinely unbiased information.
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Abbreviations

AGI artificial general intelligence
AI artificial intelligence
ARC-AGI Abstraction and Reasoning Corpus
DARPA Defense Advanced Research Projects Agency
FLOPS floating-point operations per second
HLMI high-level machine intelligence
IARPA Intelligence Advanced Research Projects Activity
LLM large language model
METR Model Evaluation and Threat Research
MMLU Massive Multitask Language Understanding
R&D research and development
WBE whole brain emulation
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